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Abstract

This document contains Yimeng(Kobe) Wang’s scribed notes when he was TAing for CS 260B Algo-
rithmic Machine Learning at UCLA, taught by Professor Raghu Meka in Spring 2025. The link to the
course website is here: [link to website.

Some of Raghu’s lectures may cover a couple of different topics. These notes will be organized based
on the topics covered. For instance, although in Lecture 5 Raghu covered both adaptive methods and
the beginning of online learning, for the purpose of these notes, the online learning portion of Lecture 5
is combined with lecture 6 for a more coherent presentation.

The notes may contain typos / errors. If an error is spotted, please contact kobewang1998@gmail.com.


https://hackmd.io/@raghum/algoml25
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Part 1
Optimization

Lecture 1. Optimization and Gradient Descent

1.1 Introduction

Welcome to CS 260B. In this class, we will study and understand a handful of algorithms used in Machine
Learning. Machine Learning is a big topic that covers a lot of grounds. There are quite a few different
subareas one study within the field.

Just to list a few: Reinforcement Learning, Linear Regression, Supervised Learning, Clustering / Unsu-
pervised Learning, Representation Learning, Distribution Learning, Active Learning, Online Learning and
many others. We will touch upon many topics listed above in this class. To start, let’s consider the most
familiar setting to most people: Supervised Learning.

In Supervised Learning, we have some domain X'. This may be images, texts, DNA sequences, biometric
data, etc., depending on your task. For each such information from the domain, we have an associated
label from a set £. For instance, labels can be categorical such as ("cats", "dogs", "birds") or labels can be
numerical information. Then in a Supervised Learning problem, we are given as data

(', y"), (@%9°), ..., (@™, y"),

where 2° € X and y* € L for each i. This set of data {(x!,y%), (2%, y?), ..., (2™, y™)} is called training data.
Our goal is: given a new point « € X, predict its associated label y.

To make this task mathematically rigorous and solvable, we want to make a couple of assumptions on
the data.

Assumption 1.1. There is a "ground truth” distribution on the training and test examples.

Formally speaking, this means there exists a probability distribution D over the domain X (note this also
defines a distribution over X x L since there is a ground truth function that maps X to £). Our samples
T1,%2, ..., Ty are sampled from D. At the same time, the new data that we want to test our algorithm on
are also drawn from the same distribution D.

Since the set of functions are infinite-dimensional and almost impossible to work with, we need to impose
some limitations on the choice of functions we can use to make our task hopefully a solvable one.

Assumption 1.2. There’s a restricted class of predictors we are competing against.

1.2 Learning as Optimization

With the assumptions above, we are now ready model Supervised Learning as an Optimization problem.
The setup is the following: we have an underlying distribution D on X x £ from which the training and
testing samples are drawn. We also have a class of predictors that we are competing against. For now we
will consider "parametrized hypothesis / predictor class," i.e, predictors from this class are determined by
some parameter. Lastly, we have a loss function [ : £ x £ that evaluates how good our predictions are.

In summary, given inputs (x!,y%), (2%, 4?), ..., (x", ™) drawn from some distribution D, we want to output
f € O that minimizes the average loss

=3 iho(a), ).

Here [ is the loss function and hg is the predictor with parameter 8. The whole expression above is known
as the empirical loss or training loss.

To obtain the best predictor, it would be ideal if we can set up and minimize the problem with respect
to the true distribution D, i.e.,

in E [i(he(),y)]-
min B k(@) )]



The function being minimized above is also called as population loss. However, this is not practical since
we do not know what the actual distribution is and we can only have access to the distribution D via the
samples. This leads us to the task of Empirical Risk Minimization (ERM):

Given inputs (z',9'), (z2,4?), ..., (z",y") ~ D, find § € © that minimizes

L) = 5 3" Uk, ) (1)
i=1

Now let’s see examples of some supervised learning problem stated as a ERM problem.

Example 1.3. (Linear Prediction) Let the domain be X = R? and the labels be L = R. Let the predictor
class © = RY. Let the predictor associated with § € © be the linear predictor:

ha(l‘) e Zeiﬁti =012 + 09 + ... + Ogzqg = <0,$>

i=1
Pick the loss function | : R x R — R to be l(a,b) = (a — b)2. Then the ERM problem can be stated as:
Given inputs (x',y), (2%,9?), ..., (™, y") ~ D, find 6 € O that minimizes

L) = = D200 — ') @

This formalization of the problem is often called Least Squares Regression.
Example 1.4. We can obtain a very different problem by picking a different loss function. Let the domain

be X = R? and the labels be L =R. Let the predictor class © = R%. Let the predictor associated with 6 € ©
be the linear predictor:

hg(l‘) = Z@ixl = 0121 + 0220 + ... + Ogxg = <9,l‘>
i=1
Pick the loss function ! : R xR — R to be l(a,b) = |a — b|. Then the ERM problem can be stated as:

Given inputs (z',y), (2%,9?), ..., (@™, y") ~ D, find 6 € © that minimizes

L) =+ 100 — ') (3

Example 1.5. The following problem looks almost identical to Least Squares Regression except for a tweak
on predictor class. Let the domain be X = R® and the labels be £L = R. Let the predictor class © = R%O, i.e.,
all coordinates of 8 € © are non-negative. Let the predictor associated with 6 € © be the linear predictor:

h@(l‘) = Zeixi =01x1 + 009 + ... + Ogxqg = (9,3:)

i=1
Pick the loss function | : R x R — R to be l(a,b) = (a — b)2. Then the ERM problem can be stated as:

Given inputs (z*,y), (2%, 9?), ..., (™, y") ~ D, find 0 € R%O that minimizes

L(0) =

SEES

> o((0.a) — )" (@

On a first glance, one might observe these different formalizations to be very similar to each other.
Depending on the specific supervised learning problem, we might want to choose one formalization over
the others. However, one major differences between them is that these formalizations give very different
optimization problems (L; loss vs. Lg loss, constrained vs. unconstrained).



1.3 Gradient Descent

Having formalized supervised learning problems as optimization problems, we want to investigate methods
that actually solve them. We will start with the simplest case, namely, unconstrained optimization. In this
case, our goal is to simply find the parameter that minimizes the loss in the entire space. There are no extra
conditions the solution need to satisfy. Given a function L : R* — R, the goal is to find § that minimizes

L(0).

U

Figure 1: Example of optimization: point in red is where the minimum of the function is attained. Our goal is find
or get close to this point as much as possible.
Here is an idea for how to find the minimum:
e Pick a starting point.
e Then, move in a direction that reduces the function value the most per distance traveled.
In mathematics, we can have the quantity that satisfies these desired conditions.
Claim 1.6. If the distance is Fuclidean, then the direction of the "steepest descent" is —V L(6).
Let’s recall what gradient is. Let L : RY — R be a function. Then the gradient of L is given by

oL oL oLy
00, 00, 7 004/

where OL/00; are the partial derivatives. Now we are ready to state the famous Gradient Descent algorithm.

VL(9) = (

Algorithm 1 Gradient Descent (GD)
Starting at some point 6, € R?

fori=1,2,...,7T":
® 0;=0,_1 —nVL(;—1)

where 17 > 0 is called the step-size or learning rate and T is the stopping time determined by some
stopping condition.

Example 1.7. Recall the Least Squares Regression: given input (z*,y'), (™, y™),..., (", y™), find 0 that
minimizes
RN i i
L) = = S 2(00,4) — ')
i=1

By the chain rule, we can compute the gradient as:

VL) %Zve((<97$i> )

S (e
i=1



Therefore, the Gradient Descent update for LSR can be written as: fori=1,2,...,T,
RS i i\
0; =0;—1 —77'522«9,95 ) —y')x'
i=1

Example 1.8. We can do the similar thing for the Ly loss function L(a,b) = |a —b|. In this case, we want
to find the 0 that minimizes:

L(0) = [0, 27) = y'l.

n
=1

S

7

We would like to compute the gradient and apply gradient descent. However, from you calculus class, you
may recall that the absolute value f(x) = |z| is not differentiable at x = 0. Thus, the gradient VL(0) does
not exist for some values of 6.

To circumvent this problem, instead of using the exact gradient in the update, we can use subgradient as
a substitute for gradient.

Definition 1.9. (subgradient) A direction g is a subgradient of f at xq if for all x in some radius around
xq, the line with slope g is tangent to the curve at xg.

Figure 2: One subgradient (in blue) of f(z) = |z|.

Figure 3: Subgradients (in a green) of the curve at different points.

Figure 4: A subgradient (in black) of the ReLU function f(z) = max(0,z) (in blue).

It is worth noting (evident from the definition) that subgradient of a function f at x is generally not
unique. Despite this, in many cases, subgradients have the essential properties of gradients. Because of this,
we can now use subgradients in place of gradient for functions that are not differentiable in gradient descent.



Algorithm 2 Subgradient Descent

Starting at some point 6, € R?

fori=1,2,...,T:

o 0;=0,_1—ng > g is a subgradient of L at ;1.

There are of course, many other optimization algorithms out there. But the biggest advantage of Gradient
/ Sub-gradient descent is that in order to use it, we only need to be able to compute VL. Since we only need
the gradient, gradient descent is a first-order method.

In summary, for a ERM problem, we want to minimize the objective

L) = S (o))

i=1

The gradient of L is given by

VL(0) %ZVL(he(ﬂ%yi)
- : % (ho(w),4') - Voho(a')

where % denotes the partial derivative with respect to the first element. Using this, we can run Gradient

Descent to optimize L(6). In the next lecture, we will analyze the rate of convergence of gradient descent.



Lecture 2. Properties of functions and Analysis of Gradient Descent

Last time, we talked about the gradient descent method for optimization. Recall the gradient descent (GD)
update:
Given a loss function L : R? — R>¢ and a initialization point 2 € R?, GD updates the point in the
following manner:
Fori=1,2,...,T:
2t Tt - pVL(z"h), (5)

where VL(x?~1) is the gradient of L at 2°~! and 1 > 0 is the step-size.

One of the main goals of this part of the course is to prove that gradient descent can helps us find
the minimizer of the loss function efficiently. There are pathological examples of functions that are badly-
behaved(see for example, Figure . As a result of this, we need some conditions that rule out such bad

W/ JWW

Figure 5: Examples of badly-behaved functions

2.1 Lipschitzness and Smoothness

Definition 2.1. (Lipschitzness) f : R — R is L-Lipschitz if for all x,y € R?,
[f(@) = fW) < L- o=yl
where L is a positive real number and ||z — yll2 = (35, (x; — yi)?)Y/? is the lo-distance between x and y.
Example 2.2. e Consider the function f : R — R defined as f(x) = |x|. Then for any x,y € R
[f(@) = f)l = lll=] = [yl <1 [z —yl.
Therefore, f is 1-Lipschitz.

e Now consider the function g : R — R defined as g(z) = x®. Then for any x,y € R

[f(2) = f)l = 1a® = y?| = |z +yl - |z —yl.

Since the term |z + y| can be arbitrarily large, g is not Lipschitz.

N/ N/

Hﬂ -l #()O P

Figure 6: Plot of f(z) = = (left) and g(z) = 22 (right)
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Definition 2.3. (Smoothness) f : R? — R is B-smooth if for all x,y

IVf(@) = Vil < 8- llz =yl (6)
where B is a positive real number.

Example 2.4. o The function f(x) = |z| is not smooth. Notice that for any x > 0, Vf(z) = 1 and
for any y <0, Vf(y) = —1. Therefore, the left-hand-side of equation@ is fixed to be 2 for x > 0 and
y < 0. But on the right-hand-side, |z — y||2 can be arbitrarily small for x > 0,y < 0. So there cannot
be a fized positive (3 that satisfies equation[d for all x,y.

e The function g(x) = x? is 2-smooth. Since Vg(z) = 2z, we thus have
IVg(a) = Vg(y)| = 2- |z —yl.

Hence, by definition, g is 2-smooth.

2.2  Monotonicity of Gradient Descent

Our goal now is to prove that under certain conditions, gradient descent updates bring us closer to the
optimizer. To this end, we will crucially use the following consequence of smoothness.

Lemma 2.5. (Smoothness upper bound over R) Let f : R — R be a B-smooth function. Then for all
a,h € R, we have

Fla+h) < fa) + £'ta)-h+ 220

Now we are ready to prove our first positive result about the Gradient Descent method. We will first
prove this result for functions over R. Then we will state an analogous version of Lemma over R? and
use that to prove the analogous result over R%.

Lemma 2.6. (Monotonicity of Gradient Descent over R) Let f : R — R be a 8-smooth function. Then for
n <1/8, we have

F@is) < f(@) = 2(f(@)?).
Proof. Recall for the gradient update over R, we have
Tip1 =2 — NV f(xi) = 2 — nf' ().
Now we apply Lemma with @ = z; and h = —nf’(x;) and obtain

F(@ip1) = flo —nf'(2:)) < ) + (@) - (=nf () + B=nf'(z:))?

2
2410, )2
— f(xz) _ nf,(mi)Q + 677 fZ(xz)
= @) —n(1=1) iy
< flai) = 5 f' (@)
where in the last line we used the assumption that n < 1/8. O

Now we prove the monotonicity of gradient descent over R%. Before we do this, we need the following
smoothness upper bound over R¢.

Lemma 2.7. (Smoothness upper bound over R%) Let f : RY — R be a B-smooth function. Then for all
a,h € R?, we have

Flath) < Fla) + (V). h) + 5 Al

11



Lemma 2.8. (Monotonicity of Gradient Descent over R?) If f : R — R is B-smooth and n < 1/3. Then
n 2
Fl@in) < fzi) = SIVF (@)l

Proof. Recall the gradient update x; 1 = z;—nV f(z;). Applying Lemmawith a=x;and h = —nV f(z;),
we get

2
= f@) VI + 2LV ) P

= fl@:) =l Vf(@)* - (1 - @)

2
< J(@) = S IV I

where from the 2nd to 3rd line we used the definition: (v,v) = ||v||?. The last line follows since by assumption
n<1/B. O

Based on the lemmas we just proved, we know that for S-smooth functions f : R? — R, gradient descent
can make progress as long as the step size 7 is appropriately chosen such that < 4. Notice that the amount
of progress we make in each iteration depends on how large 7 is. So for gradient descent to make as much
progress as it can, we want to choose 7 as large as possible while holding n < 1/8.

Hence, one thing we can do is to start with a step-size n that satisfies n < 1/8 and greedily increase the
n until the condition 7 < 1/8 is violated. If so, we "backtrack" to one of the previous value of 1 we tried
and repeat the process with a smaller increment of 7. This process is called backtracking line search. We
won’t go into details on this.

2.3 Convexity

The next nice property of a function is convexity. Convexity is perhaps one of the most important concept
in optimization theory and engineering mathematics. It has numerous applications in, for instance, opti-
mization, learning theory, algorithms, geometry and many other domains of mathematics and engineering.

Perhaps the most intuitive definition of convexity is through geometry: we say a function f : R — R is
convez if for any point z, the tangent plane at x is always below f (see Figure .

— .

-~

Figure 7: The tangent plane at x is below f

Another graphic intuition of convexity is if you plot your function f on a graph, then the line connecting
any two point z,y lie above the graph of the function (See Figure .

12
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Figure 8: Line connecting any two point on the plot of f lies above f

Formally speaking we have the following equivalent definitions of convexity.

Definition 2.9. (Convezity) A function f : R? — R is convex if any of the following equivalent conditions
holds:

L Va,y € RY, f(552) < 5(f(2) + £(y)
2. Vm,yeRd and 0 < X <1,
fOz+ (1= Ny) < Af(z)+ (1 =N f(y)
3. Vx,h € RY,
f(@) + (h, V[f(x)) < flz+h).
Another equivalent condition is V2f(x) = 0, i.e., the Hessian of f at x is positive semi-definite (if you

are not familiar with these terms, do not worry. We will not be using this definition much, if at all).

J649

S A hef6)

xRt
Figure 9: An illustration of condition 3 for f : R — R

As mentioned earlier, convexity shows up naturally in many applications. It is an extremely useful concept
for understanding and developing algorithms such as Linear Programming and Semi-definite programming.
Convex functions have some nice closure properties that we will be using later:

Lemma 2.10. (Closure properties of convex functions)
1. If f,g : R = R are both convez, then f + g is also conver.

2. If f : RY = R is convex, then a - f is also conver where a € R and a > 0.

3. Suppose g : R — R is convex. For w € RY, define the function g, : RY — R as g, (z) = g({w,z)). Then
Jw 1S also conver.

Example 2.11. e The functions 22, |z|,e*, —logz are all convex.

13



o Forxz € R%, y € R, the function
h(8) = (8, z) —y)*

18 CONVEL.
o Many common loss functions in machine learning are convex: the L2-loss function

L) = (00, ) )

i=1

is conver. The L1-loss function

3H

fi (0, 2:) — il

is convex. The LASSO loss function
1 n
EZ [0, 23) — yal + 101] + [02] + .. + [0l

is also convex.

Convex functions are nice to work with. As we will see in the next theorem, for convex functions, gradient
descent makes progress toward the optimal solution.

2.4 Analysis of Gradient Descent

Theorem 2.12. (Fundamental Theorem of Optimization) Let f : RY — R be B-smooth and convexr. Then
forn <1/8, we have
o — @1
< fx,) + 20—
@) < fla) +
where x, is the vector that achieves the minimum function value f(x.), i.e., f(x.) = mingcga f(2).

In short, convex optimization is easy!

Xewr = X - VLV‘P(KQ

Figure 10: Gradient Descent steps for convex function f

We need the following lemma in the proof of Theorem [2:.12]
Lemma 2.13. Let u,v € R%. Then
2(u —v,u) = [lu—ol* = [[ul* - v]*.
Proof. We know
lu— ol = (u—v,u —v) = ||ul* = 2(u,v) + o]
Thus,

2(u —v,u) — [lu— vl = 2(|Jull® = (u,v)) = (ul® = 2(u, v) + [|v]*)

= [lull® = floll*.

14



We are now ready to prove the main theorem.

Proof. (of Theorem [2.12)) Since f is S-smooth and n < 1/, we can apply Lemma (monotonicity of GD)

and get 2
f(wigr) < flas) — w

On the other hand, since f is convex, applying 3 of Definition 2.9 with « = x; and h = x, — x;, we have
f(@i) + (Vf(xi), 2 — 25) < fl4). (8)
Summing equations and subtracting f(x;) from both sides, we get

_ VS (@)l?
TR

(7)

f@ig1) + (Vf(@i), me —23) < ()
Rearranging, we can write the above as

V£ (o)
- TRl ©)

Now by the gradient update, we know x; 11 = z; — nV f(x;). Therefore, Vf(z;) = % Substituting this
into @D, we obtain

f(@iv1) = f(ze) <(Vf(2i), 0 — 35)

Ti — Ti41 H2

f($i+1)—f(;v*)§<M’xi_z*>_ﬂ -

n 2

and thus )
f(xiv1) — flxs) < %[Q@i — i1, T — @) — T — iga]?).

Now applying Lemma 2.13| with v = x; — x, and v = x;41 — 2, we have
1
f@ipa) = flz.) < ;n[llwi = 2| = zigs — 2. (10)
Since equation holds for all ¢, we have the following system of inequalities:

flan) - fla) < %[on — 2] — a1 — ]

fla2) — flan) < %[nxl 2 |® — s — 2.l

Flan) — fla) < %[nm N . ]

Now we add these k inequalities up. Notice that on the right hand side, all intermediate terms would cancel
except for ||zg — z.]|? and ||z — z.||*>. We thus have

1
f(@) + flw2) + oo+ flan) = kf(22) < %[Hﬂ?o 2 el ETEE N (11)

Now by monotonicity of Gradient Descent (Lemma , we know

flor) < flap-) < 0 < flaz) < fla),
which suggests kf(zx) < f(z1) + f(z2) + ... + f(2x). Substituting this into equation (1)), we thus have

1 1
kf(ex) = kf(z.) < %[Ilwo = au? = flox — 2.]?] < %on — .

Dividing both sides by k£ + 1 and rearranging, we obtain

o — 2.1

Flan) < flaa) + 00

15



Lecture 3. Accelerated Gradient Descent

Last time we discussed several nice properties of functions and rigorously show the convergence of gradient
descent. Recall the Fundamental Theorem of Optimization we showed last time.

Theorem 3.1. (Fundamental Theorem of Optimization) Let f : R — R be 3-smooth and convex. Then for

n < 1/8, we have
I?

flan) < fa) + 120

where x, is the vector that achieves the minimum function value f(x,), i.e., f(x) = mingcpa f(x).

In particular, if we want to get within € of the optimal value, i.e., |f(xg) — f(z4)|, then the theorem tells

us we need to run Gradient Descent for k > M = O(1/e) iterations.

Gradient descent is one of the first-order methods in optimization. By "first-order," we mean that at
any time of the algorithm, all you need is a subroutine that calculates the gradient V f to run the algorithm.
One natural question to ask is: Is Gradient Descent the best first-order method? Are there other first-order
methods that outperform Gradient Descent? The answer is yes. We will talk about this accelerated Gradient
Descent.

Theorem 3.2. (Nesterov’s Accelerated Gradient Descent [NAGD 1983]) Let f : R* — R be a 3-smooth and
convex function. Then, Nesterov’s Accelerated Gradient Descent has the following guarantee:

!

B llzo — 2.|?

L2
To compare with the original Gradient Descent, let’s set § = 1 and ||zg — z«|| = 1. Then after 100
iterations, by Theorem we would have

f(z100) < f(zs) + 0.01.

On the other hand, however, by Theorem [3.2] Nesterov’s Accelerated Gradient Descent can achieve the
same error 0.01 after only 10 iterations! In general, as evidenced by Theorem [3.2] Accelerated Gradient
Descent has a quadratic speed-up over the original Gradient Descent: to get error ¢, NAGD needs only

O(ﬁ) iterations (gradient evaluations).

flar) < ) +

As the name suggests, the main idea is to use some kind of "acceleration / momentum" in addition to
the original gradient descent. Before we delve into the exact NAGD algorithm, let’s get some intuition about
the idea by looking at a simple quadratic function as an example.

3.1 Quadratic functions and Heavy Ball method
Consider the following quadratic function f : R* — R defined as
f(x) = 2T Az + (b, z),

where b € R? is a vector and A is a d x d matrix. One can show that when all of A’s eigenvalues are non-
negative, f is convex. It might be unclear to one why a function of the above form is actually "quadratic."
We will see why this is the case through the following examples.

Example 3.3. 1. The quadratic function f(x) = 2% + 23 can be written as

flz) =i +a5 = (:C1 :162) ((1) (1)) (i;) =27 Az

The eigenvalues of A are is with multiplicity 2. One can check f(x) is convex.

2. The quadratic function f(x) = 22 — 0.12% can be written as

fa)=at-0ast = (o1 w) (5 _,) (51) ="

The eigenvalues of A are 1 and -0.1, not all non-negative. One can check indeed that f is not convex.
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Let’s consider the quadratic function f(x) = 27 + 0.012% = 2% + (0.125)?. Specifically, Vf(z) = (221,2 -
(0.01)z2). If we start with, say xo = (1,0), and run gradient descent then we have f(z¢) = 1 and roughly
flax) = 4.

As it turns out, we can do better than Gradient Descent via the Heavy Ball Method (Polyak 1964).

Figure 11: Gradient Descent (purple) vs Heavy Ball (blue) on a quadratic function

If we visualize a convex quadratic function f as a "bowl," then our goal is to start at any point and
arrives at the bottom at the bowl as soon as possible (see Figure . Borrowing terms from Physics, the
Gradient Descent algorithm is essentially making the ball move along the curvatures of the bowl under the
influence of gravity with an initial velocity xo. This is indeed a good way of achieving our goal but we
might be wasting a lot of iterations by spending extra than what is actually needed along the trajectory. It
would be better if we go straight down the curvature to the bottom without wandering horizontally along
the curvature. See Figure [12}

Y

Figure 12: GD path (black) vs the ideal path (orange) on a quadratic function

To get to the "ideal" path, the idea is to use information about past gradients and use momentum. Recall
the gradient descent update: 11 = xp — 7 Vf(z). Polyak’s Heavy Ball method (momentum method)
instead has the following update:

Tpy1 = Tk — gV f(Tk) + Bmom (Tk — Tp—1)

where the last term S,om (2 — 2k—1) is the extra momentum term. For functions f that are convex and
quadratic, one can show the following improved convergence guarantee.
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Theorem 3.4. (Heavy ball / Polyak / Momentum) If f : R? — R is quadratic and conver, then for a
suitable choice of ayp, Bmom, we have

— 2
f(@p1) < flos) + O(1)||$k+fﬂ*||

Remark: Although the Heavy Ball method gives an improved guarantee over the original Gradient Descent
method, it fails to get acceleration for non-quadratic functions even if the function is convex.

3.2 Nesterov’s Accelerated Gradient Descent

We have seen an improvement over the gradient descent for quadratic convex functions via the Heavy Ball
method. While Heavy ball method does not translate directly to more general convex functions, ideas of using
past points/gradient as momentum are extremely useful. Using the similar ideas, Nesterov’s Accelerated
Gradient Descent (NAGD) outperform the original Gradient Descent over general convex functions.

Figure 13: Illustrations of NAGD: on the right is the gradient descent update. On the left is the NAGD update. In
blue is the direction of the original GD update. In green is the direction computed using the current point and the
previous update. In orange is the actual direction in which an NAGD update is moving.

Nesterov’s Accelerated Gradient Descent (NAGD) works in the following way: for k =1,2,...,T":

1. Compute "lookahead point"
Yr = 2 + Byac(Tr — Tr—1).

2. Compute the gradient of f at yi: Vf(yk).

3. Make the update:
Thy1 = Ye — anac V.S (yr).

Putting these together, the NAGD update is given as follows:
Tpr1 = Tk — anacVf(zk + Bnac (e — Tk-1)) + Byac(Tr — Tp—1).

Theorem 3.5. Let f : R* — R be some convex and 3-smooth function. Then NAGD with the appropriate

anacp(k), Byacp(k) satisfies
B-llzo — a.|*

flor) < flx.) +

k2
For numerical stability in practice, we need to choose anyacp(k), Snvacp(k) properly. One common
choice that works well is agpep = 1/8 where 3 is the smoothness parameter and Syagp (k) = % where

¢ 144 /14+4t2 |
k="

In practice, one breaks down the update into three steps with extra parameters that one can adjust and
runs the following version of NAGD for better stability: for £k =1,2,...,T":

L. o1 =yi —nVf(yk)
2. zpy1 =2k — MV f(yr)

3. ypr1 = oz + (1 — @)z,
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Theorem 3.6. Let f : R? — R be some convex and B-smooth function. Then the above Stable NAGD
algorithm has the following guarantee:

2 — .2
L 2Bllzo — o]
k2

flar) < fxs)
forn <1/8, nx = (k+1)n/3 and ay, = 2/(k + 3).
Here is a brief summary of what we covered so far:
1. Convex functions are good testing grounds for finding efficient algorithms.
2. Gradient Descent gets O(1/€) convergence rate for convex functions.

3. Polyak’s Heavy Ball Method can provide acceleration for "well-conditioned" quadratic functions.

4. Momentum + looking ahead can give us acceleration for general smooth / convex functions as in
NAGD.

All of the algorithms we mentioned so far are first-order methods, i.e., they only need to look at the gradient
Vf.

One may ask is NAGD the best we can do? The answer is yes. NAGD gives the best guarantee one can
hope for in general among all the first-order methods. There are convex, smooth functions f where you need
1/+/€ gradient evaluations to get e-error.
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Lecture 4. Stochastic Gradient Descent and adaptive methods

4.1 Cost of Gradient Descent

To motivate our discussion of Stochastic Gradient Descent, let’s consider a concrete learning problem: Least
Squares Regression (LSR): given data (x!,y!), (22, 9?), ..., (z", y™), the goal is to find the best linear predictor
6 such that the linear function hg(z) = (#, ) minimizes the Ly-loss I(a,b) = (a — b)2. More specifically, the
empirical risk minimization function can be written as

n

1 . .
Find the 6 that minimizes L(0) = - Z(<97ml> T
i=1

Using the chain rule, one can calculate the gradient L(6) as

n

VL) = % > 2((0,2") —y') - 2.

i=1

One can also write the LSR objective in a matrix form:

1 )
LO) =~ ) ((0,2") —y")*
" i=1
_____ e B "
_____ 22 — — — —— Yo
1 2
=l 1l
n
————— at == — Yn
= —[1X0 -y

Similarly, for the gradient we have

S o((8,47) —y) - a = SXT (X0~ y).
=1

1
L(#) =~
0) =1
To evaluate each inner product (0, z%), O(d) time (operations) are needed. Since we need to evaluate n such

inner products, each iteration of Gradient Descent will cost us O(nd) time (operations).
Now for a general Empirical Risk Minimization problem of the form

L) =~ S Uhs(a'),4')
=1

with gradient
1~y A i
VL(®) = ~ ;l (ho(z"),y") - Voho(z'),
if we have d parameters, i.e., # € R? then each gradient computation needs time O(nd). Suppose we have
a database of a million images, i.e., n = 10° and each image contains d = 250 * 250 points. The cost per
iteration can thus be as high as 106 % 250 * 250 operations!

As a result, one issue of the original gradient descent is that the cost per iteration can be too expensive
when you have a large data set. In such scenarios we would like an algorithm that is "zeroth-order" in a
sense that it doesn’t need to evaluate the gradient of the loss function at all data points.

If there’s way to do this, then this can reduce the cost per iteration. However, this does not come for
free. We should expect the algorithm to take many more iterations to converge. So there’s really a tradeoff
between numbers of iterations and cost per iteration.
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4.2 Stochastic Gradient Descent

To elaborate on this idea, suppose f : R¢ — R is the function that we want to minimize. The original
gradient descent would need us to compute Vf at all points. Now, instead of computing V f exactly, we
have an "estimator" g, for V f that is easy to compute and satisfies:

Vf(z) = Elg.].

We would then use g, instead of V f when running our gradient descent algorithm since g, is much cheaper
to evaluate than V f(x). This is the idea of Stochastic Gradient Descent. For i = 1,2, ..., Stochastic Gradient
Descent has the following update:
Ti = Ti—1 —NGz;_1>»

where 1 > 0 is the step-size.

Before analyzing the algorithm, since g, is a random variable, let’s review some concepts from probability
theory. As one is probably familiar with, random variables that are very different may have the same expected
value.

Example 4.1. Let Y, Z be scalar-valued random variables such that

v — 2 with probability
)0 with probability

N[— D=

and
7 {1000 with probability ﬁ

999

0 with probability 1555 -

Then it is easy to check E[Y]| = E[Z] although Y, Z are very different random variables.
Hence, expected value by itself can be deceiving. To get a better understanding of random variables, recall
the notion of variance that measures on average, how far a random variable is from its expected value:

Var(Y) = E[(Y — E[Y])?] = E[Y?] - E[Y]%.
Similarly, for vector-valued random variable X, we have
Var(X) = E[| X — E[X]|%].

With this notion in mind, now let’s revisit the Empirical Risk Minimization (ERM) problem. Recall in
ERM, we want to minimize

1 ¢ A
L(9)=5;l(he(w)7y)
with gradient
_ 1 = / % 7 i
VL(6) = 5;z (ho(z?),y") - Vhg(z?).

As mentioned above, evaluating this can be very costly. So what we can do instead is to use an estimator of
this gradient. Consider the following Stochastic Gradient Descent estimator for the gradient:

e Choose a data point (z;,y;) uniformly at random from (z1,y1), (z2,92), -, (Tn, Yn)-

e Evaluate the gradient at (x;,y;): o 4
go = U'(ho(x"),y")Vhe(z").

In words, we are picking a random data point and evaluate the gradient only on that randomly picked
point. The cost of computing this estimator is only O(d)! Note this estimator indeed satisfies the condition
Elgo] = VL(6):
"1 . )
E[go] = —U'(ho(z"),y") - Vhe(x") = VL(0).
[96] ;n (ho(z*),y") - Vhe(z") ()

On the other hand, instead of evaluating the gradient on only one randomly picked point, we can evaluate
on a few randomly selected points. This estimator is called a Mini-Batch FEstimator:
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e Pick k random indices i1, is, ..., i € {1,...,n}

e Evaluate the gradient at these points:

k
go = Zl’(hg(xif),yij) - Vhe(x%).
=1

> =

The cost of computing the mini-batch estimator is O(kd).

Remark: Instead of sampling a random point in each iteration, we can order all of the points in a random
order and go sequentially through this order. For instance, we can have the data points being randomly
ordered as

(x100 yIOO) (I17 y17) (1,51 y51)

One pass of the entire ordered data points is called an epoch.
The following theorem tells us the convergence guarantees of Stochastic Gradient Descent.

Theorem 4.2. (Convergence of Stochastic Gradient Descent) Let f : R — R be 3-smooth and convex. If
we have an estimator g for the gradient Vf with variance < o2. Then for n < 1/8, running Stochastic
Gradient Descent on f with estimator g satisfies:

o M — o | no?

+77

B/ ()] < () + 0 20+ 13

where T is either BF22ed2e or argmin; f(x;).

We will prove this theorem shortly. Assuming the theorem, by setting n = % (this choice of n

llzo—a.|?

sk~ T %)7 we obtain the following corollary.

minimizes the term
Corollary 4.3. We can find a T such that

lwo — 2% - o

2Vk

Now let’s compare SGD with GD and NAGD. If f : R — R is 3-smooth and convex, then to get within
error €:

E[f(z)] < f(z.) +

e Stochastic Gradient Descent needs O(Z) iterations. If € = 0.01, then SGD needs ~ 10000 iterations.
e Gradient Descent needs O(2) iterations. If € = 0.01, then GD needs ~ 100 iterations.

e Nesterov’s Accelerated Gradient Descent needs O(-L-) iterations. If € = 0.01, then NAGD needs ~ 10

€
iterations.

Remark: there exists functions where 1/€? iterations is the best we can do if we only have access to the
estimators.

4.3 Convergence Analysis for SGD

We now prove Theorem Just like the proof for the convergence of Gradient Descent, we start with the
following claim about the monotonicity of SGD.

Claim 4.4. (Approzimate monotonicity of SGD) Let f : R? — R be a function that is 3-smooth and conver.
Forn < %, SGD updates satisfies:

no?

Elf(zi1)] < flas) = 21 VF(@)|? + T

22



Proof. By Lemma (the smoothness upper bound), we know

f(@iv1) < f(zi) + (Vf(2i), Div1 — 24) + g”ﬂ%ﬂ — z*.

Plugging in the SGD update z;11 = x; — ng into the inequality above, we have

B
f(@ig1) = f(z:) + 0V f(z:), —ng) + §H77 g%
Taking the expectation over g on both sides, we get

2
Elf (zi1)] = f(zi) —n(V [ (2:), Elg]) + % -El]lg|’]
2

; (12)
= f(:) = (@), V(@) + - Ellgl?)

where we used the fact E[g,] = Vf(z). Now recall that for a scalar-valued random variable Z, we have
Var(Z) = E[Z?] — (E[Z])%. Similarly, for a vector-valued random variable Y, we have

Var(Y) = E[|Y]?] - | E[Y]

As a result, we have
E[||g]*] = Var(g) + [ E[g]|* < o® + [V f (x)[|*-

Plugging this into , we know

2
E[f(zi1)] < flzi) =0V f(z:)]* + %’(Ilf(fm)llz +0%)

< f(@i) = 2V F@)|? + Zo?

where the last line holds since n < 5. O
Now we are ready to prove Theorem [1.2]

Proof. (of Theorem [4.2) Using exactly the same idea as in the proof of Gradient Descent convergence, we
can obtain the following statement:

1 o2
B{f(ei1)] = f(22) < 5 Bllles = 2l e = 2]+ F5-

It is a good exercise for you to try to arrive at the statement above following the same idea in the proof of
Theorem using Claim [£:4] Now since the above inequality holds for all i, we have

2

1
E[f(z1)] = f(zs) < o E[l|lzo — .| — [la1 — =[] + 77%.
1 2
E[f(z2)] = f(z.) < 2 Elz1 —a.]” — [le2 — a.|*] + 77%'
1 2
E[f(zks1)] — flai) < o Ell|zr — z.l” = zrs1 — 2]*] + Lg .

Adding these inequalities up, we get

(k+ Dno?

E[f(z1) + f(2) + o+ flap)] = (R + D f(2s) < %E[Ilmo —l? = llzess — 2]+
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Dividing both sides by (k + 1) and using the fact ||z 11 — 2.]|> > 0, we have

flx) + f(x2) + oo+ f(Trg1)
k+1

o — .l o
(k+1) 2

E[ }gfu9+

Lastly, since f is a convex function, we have the following:

f(351 +. xk+1> . f(x1) + .o+ f(ory)
k+1 - k+1 ’

This can be proved using (2) in Definition
As a result, we have thus shown

_ o — 2. |* | no?
E[f(z)] < f(z.) + m 5

for 7 = mkirl”“ as desired. Since min; f(z;) < f(Z), the statement still hold by replacing z with
argmin; f(x;). O
4.4 Adaptive step-sizes

At this point, one may wonder: can we accelerate SGD just as we did for GD? Unfortunately, in general,
the answer is no. We can have speed-up in some special cases by using the idea of momentum again. For
instance, one can use the following stochastic version of Heavy Ball Method:

Tig1 =x; —ng+ B (x; —xi1).

This can give us some speed-up for convex quadratic functions.

So far we have been running our algorithms with a fixed step-size 7. One thing we can do is to adapt
"step-size" or "learning rate" for each parameters separately. This is known as ADAGRAD, i.e., "adaptive
GD."

AdaGrad
e Start at some initialization point zo; Set Gy = 0; Let a be some small constant, say o = 1073,
e For each step i:

— let g be the estimate for V f(x;_1).
— For each coordinate j:
* Set (Gi); = (Gi-1); + (95)°
% Set (X;); = (Xi—1); — \/#ﬁgj.

The key idea of these adaptively chosen step-sizes is that we can calculate parameter-wise learning rates
based on the sum of squares of all past gradients.
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Lecture 5. More on Adaptive Methods and Convex Optimization

5.1 AdaGrad and variants

Last time we talked about adaptive step sizes for first-order methods. Today we will continue this discussion.
Recall the AdaGrad algorithm from last time.

AdaGrad
e Start at some initialization point zo; Set Gy = 0; Let a be some small constant, say o = 1073,
e For each step i:

— let g be the estimate for V f(x;_1).
— For each coordinate j:
* Set (Gi); = (Gi—1); + (95)°
* Set (X;); = (Xiz1); — \/ﬁgj.

Intuitively, AdaGrad keeps track of how each coordinate from one iteration to another and adjust the step
sizes accordingly. However, one issue with this algorithm is that over time, the step-sizes can become very
small as we are weighing the effects of all past updates equally. One fix to this problem is to weigh the effects
of earlier iteration smaller than the later iterations. This bring us to the following version of AdaGrad with
exponentially weighted averages.

AdaGrad (with exponentially weighted averages)
e Start at some initialization point zg; Set Gy = 0; Let o be some small constant, say o = 1073,
e Choose some § > 0, say 6 = 0.9
e For each step i:

— let g be the estimate for V f(x;_1).

— For each coordinate j:
* Set (Gi); = 0(Gi—1); + (1= 0)(g;)°
* Set (X3); = (Xim)j = a9

Notice that this exponential weighing scheme allows us to have exponentially smaller weights on the first
iterations than the later iterations and therefore prevent the step-sizes to be too small in later iterations.

5.2 ADAM

Now that we have "upgraded" gradient descent with adaptive step-sizes, we can do the same thing with accel-
erated versions of gradient descents. Recall that we can accelerate gradient descent by adding a "momentum"
term and obtain the Heavy Ball method with update:

Tpy1 = Tx — agpV f(rr) + Bapmr, (13)
where my, := x — x—1 is the momentum term. We can rewrite this update in the following manner:

1. Start with mg = 0.
2. For k=0,1,...,T:

e Update momentum: my = Bmy_1 + gr, where g is the gradient estimate.

o Set xpy1 = ) — M-
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To check this is indeed equivalent to the Heavy-Ball update, note

Thp1 = T — g = T — n(Bmg—1 + gr) =z, — N(B(wr—1 — k) /10 + gr),

which has exactly the same form as after rearranging and renaming parameters. Adding adaptive
step-sizes to this version of Heavy Ball method, we obtain ADAM, a widely used optimization algorithm in
practice.

ADAM (without bias correction)
1. Set mg =0 and Gg = 0. Let [31,ﬂ27’l7,6 > 0.
2. For k=1,2,...,:

o Let g be the estimate for V f(xy).

e Set my = Bimy—1 + (1 — B1)gk
e For each coordinate j:

— Set (Gr)j = Ba(Gr-1); + (1 = B2)(gr)3
— Set (zp41); = (zr); — \/ﬁ(mk%-

One can also add bias correction to make the starting iterations more robust. The overall performance
with or without the bias correction are roughly the same.

ADAM (with bias correction)
1. Set mg =0 and Gy = 0. Let 31, 82,m,€ > 0.
2. For k=1,2,...,:

e Let g be the estimate for V f(xy).

e Set mp = Bimy_1 + (1 — B1)gk
e For each coordinate j:

— Set (Gk)j = BQ(Gk—l)j + (1 - ﬂ2)(gk)?
— Set (2g41); = (z1)j — \/ﬁ(mk%

where My = —ngk and G, = —fgk.
1
So far we have been talking about adaptive step sizes for the individual coordinate. This works really
well when the coordinates are not correlated. For instance, consider the following function:

f(z) = 0.122 + 1022.

Because f depends on 1, x2 at different rate (different partial derivatives), intuitively it is a good idea to
make the update to the first coordinate take larger steps than the update to the second coordinate, which
is what we have done in AdaGrad. However, if there are some correlations, then we need to be a little more
cautious. Consider the following function:

g(x) = 0.1(x1 — 29)* +10(zy + 22)%

If you compute the partial derivatives with respect to x1,x2, then you would notice they are pretty similar
in magnitude and thus adjust step-sizes based on coordinates does not make much sense. But if you perform
a change of variable and let y; = 1 — x5 and ys = x1 + x2, then the derivative of g with respect to y1, yo will
again have different magnitude and adaptive step sizes for each coordinates individually may be beneficial.
The version of ADAM and AdaGrad we studied above cannot really do this change of basis, but we can
enforce a change-of-basis via the following algorithm, which is an approximate version of Newton’s iteration
(do not worry if you are not familiar with term).

SHAMPOO
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1. Initialize zg
2. For k=0,1,...,"

e Let g be an estimator for gradient V f(zy).
® Jprecond,k = szlglezl
® Ti+1 = Tk — NGprecond,k

where Ly, Ry, are left / right preconditoners respectively. There are heuristics / techniques one can use to

update Ly, Ri. As an example, notice that if we set L, = diag( \/(Gi)1+a7 \/(Gi)fra’ - \/(G:)n+a)’ the

matrix with the only non-zero elements being the diagonal and set R,;l = I, then the above procedure is
equivalent to Adagrad.

By now we have talked about various algorithms for the problem of unconstrained optimization. In
summary, we studied

1. Gradient Descent (GD) as a "meta" algorithm that can be adapted / adjusted to accelerate and
accommodate different problem formulations

2. Stochastic Gradient Descent (SGD) which uses estimators for gradients to reduce the computational
cost per iteration.

3. Momentum as a way to accelerate Gradient Descent by using history of gradients.
4. Adaptivity as a method to adjust the learning rates to use for each parameters.
5. Preconditioning the gradients to perform a "change of variable."

Using these techniques, we can obtain the optimal algorithm among all first-order methods. It is worth
noticing that the gradient-based algorithms we discussed up to this point are based on the idea of "steepest
descent" with respect to the normal Euclidean distance.
However, we don’t have to be restricted to this choice of distance. Sometimes it is better if we alternate
the "gradient step" in spaces with different notions of distance. This is the idea behind Mirror Descent.
There are also some other heuristics such as gradient-dipping, renormalization that one can use to obtain
some speed up. We will not be discussing these in this class but you can look it up if interested.

5.3 Extension to Constrained Optimization

So far we have been talking about unconstrained optimization where we do not place any constraints on
the solution. In many problems, we do have some conditions or desired properties of the solutions. For
instance, we might want the solutions to have only positive coordinates. We might want the solutions to
have a small length (norm). It is natural to ask whether we can extend the algorithms we discussed earlier
to this constrained version of optimization problems.

Mathematically speaking, we would like our solution to be contained in some nice set C'. One common
kind of "nice" set people work with is a convex sets.

Definition 5.1. A set C C R? is convex if for all x1,25 € C, we have % eC.
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Figure 14: The green set is convex; the yellow set is not convex

See Figure [14] for an example. Given this notion, we can phrase our constrained optimization problem as
the following;:

min f(x) s.t. x € C,

where C' is a convex set. How do we solve this problem? It turns out we can just use gradient descent by
projecting the updates into the set C'. This is the Projected Gradient Descent algorithm.

Projected Gradient Descent

1. Initialize zq
2. For k=1,2,...;:

o Set ypy1 =z — NV [f(xy)

o Set xp41 = argmingec || — Y41 -

Notice that in the last step, we are setting xyy1 to be the point x in C that is the closest to yx41. This is
the "projection" of y onto C.

It turns out that this Projected Gradient Descent works really well as long as C' is a convex set. We
can also run the stochastic / accelerated versions of projected gradient. In particular, we can recover all
guarantees for GD, SGD, NAGD for their respective projected versions as long as C' is convex!

The optimization problem in which both the objective f and the constrained set C' are convex. Many
common formulations such as Linear Programming, Semi-definite Programming all fall in this category.

This wraps up the Optimization part of the class. Next time we will be talking about Online Learning.
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Part 11
Online Learning

Lecture 6. Online Learning and Perceptron

In this lecture, we start our discussion of a new topic: online learning. In the previous lectures, we talked
about how to rewrite a supervised learning problem as an Empirical Risk Minimization (ERM) problem.
One nice thing about that setup is that we have the storage and access to all the training data at once and
learn the model accordingly. However, in many cases, we do not get to see all of the data at once and we are
required to make a decision based on the limited data we have in the past. This happens in, for instance:

e Stock Market Predictions;

e Recommending system;

e Online games (pokers);

e Control system / autonomous cars and many others.

Now let’s model online learning. Suppose for a particular task, on day 1 you receive the data (z!,y')
where 2! belongs to the domain X and y! is the associated label. Based on these data, you make a prediction
¢'. Similarly, on day 2, you receive the data (x',%!) and make a prediction 4> and repeat...

To compare between different models, we can use a loss function [ : £ x £ — R, so that the loss on first
day is I(y', §1), on day two is I(y?,§?) and so on. One natural thing to try is to minimize the weighted sum
of losses across time. We will cover this a bit but as we will see later, in some cases it is hard to model a
problem this way.

Another way to model this is to say that one can be arbitrarily wrong in the first iterations but after a
certain point, my prediction will be pretty accurate. In other words, suppose the ground truth is y = f.(x)
where f, € H, how many days will we have till we stop making any mistakes?

This has some potential issues: first, in many cases we would like to avoid bad mistakes even in the first
steps; second, we would like our learning algorithm to be good regardless of specific inputs. For instance,
suppose at day 1 we obtain as data (z!,y'). Consider the algorithm that outputs y; for all future days. If
the data one in the following days are all (x1,y7). then this naive constant algorithm never makes mistakes.
However, we know this is not desired since we need our algorithm to be "robust" to the input distribution
instead of achieving small error some particular choice of data streams.

Hence, we will first discuss Online Learning in the Mistake Bound model. Let H be the true hypothesis
class. Let f. € H be the ground-truth predictor. We see samples / inputs of the form (z!,y!), (22, 3?), ....,
where y' = f.(x%). Our goal is to design an online algorithm, i.e., making decisions as we receive new data
that will only a fixed (and small) number of mistakes no matter how long you play. We will discuss the
celebrated Perceptron algorithm in this framework.

6.1 Online Learning of Halfspaces

Consider the following problem of learning halfspaces: let H be the set of halfspaces and € R?. Recall

a subspace H is defined by a single vector w € R? and H = {x : (w,z) > 0}. Let the true function be
1 if (wy,z) >0

fe(z) = 1 el . On day i, we receive a new example of the form (z%,y*) where y* = f.(z;).
-1 else

Our goal is to make predictions 4 for each day such that the total number of mistakes made is bounded by
a small number.
To this end, we need a notion of "margin."

Definition 6.1. (Margin) Let D be a distribution over R and H, = {x € R? : (w,,x) > 0}. Define the
margin of H, with respect to D as
0 = min _Mww2)] .
2€D [lw.lls - [|2]2
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Figure 15: Margin of a halfspace

For simplicity, from this point onward, we will assume that ||z|2 = 1 and [Jw.|]2 = 1.
The following algorithm by Rosenblatt 1958, solves the problem with only a small bounded error.

Perceptron Algorithm (1958, Rosenblatt)
o Let w® be a randomly chosen starting point
e Fori=1,2,...;:
— Set
i

w =

w1 if no mistake is made on day 14
w1 + 92’ if a mistake is made on day i

In other words, if on day i, the true label y* is negative but the prediction (w?, z*) is positive, then

Similarly, if the true label is positive but the prediction is negative, then

wh = w2t
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Figure 16: Illustration of the Perceptron algorithm (assuming ||z||2 = ||w«||2 = 1). wx is the ground truth predictor.
Given the initial point wo, sgn({(w®, z)) = 1 but sgn({w.,z')) = —1. So a mistake is made. Then based on the
update rule, w' = w° — z!.

We will now prove that the Perceptron algorithm indeed has bounded error.
Theorem 6.2. The Perceptron algorithm makes at most 5% + 1 mistakes where § is the margin.
Proof. Based on the Perceptron update rule, whenever we make a mistake, we make the update:
i

w :wz—l _i_yzxz.

Therefore,

(14)

where the third equality holds since y° is the true label, and thus y*(z®,w.) = sgn({z®, w.))(z?, w,) =
|(z?, wy)|. The last equality holds by the definition of margin (assuming ||z||2 = ||w.]|2 = 1).
We now prove the following claim.

Claim 6.3. ||w?|? < [[w® > + 1.
Proof. (of Claim) For any two vectors u,v € R, we have |Ju + v||? = ||lu||? + ||v||? + 2(u, v). We know
lw|[* = (w", w’)
— (W 4yt wi Tl i)
= [P + lly'at | + 2y (' 2f)
< JuHE
where the last line holds since ||y‘a?||? = ||2¢||* = 1 by assumption and y*(w®~! 2%) < 0 (we make a mistake
at round i, thus y* # sgn({(w'=1, z%))). O

Now suppose we have performed N rounds of the Perceptron algorithm and we have made M mistakes.

By , we know
(W, w,) > (W, w,) + M > M. (15)
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Here we implicitly assume (w®,w,) > 0. This is not a problem since for a randomly chosen w® with norm
1, this happens with probability > 1/2. On the other hand, by Claim we have

lw™|? < w®* + M = M + 1. (16)

Recall the Cauchy-Schwartz inequality: for u,v € R¢, we always have |(u,v)| < |jul - ||v||. Combining
with Cauchy-Schwartz, we obtain

oM < (w" w.) < o] - . < VM +1
where we again use the assumption ||w*|| = 1. We thus have 6 M < /M + 1 which is equivalent to

1
M < 52 +1
as desired. O

We have thus shown that the Perceptron algorithm only makes a small number of mistakes. It turns out
if we take an alternative view of the algorithm, it is actually a Stochastic Gradient Descent algorithm in
disguise. Recall the Perception Algorithm:

Perceptron Algorithm

o Let w” be a randomly chosen starting point

e Fori=1,2,...,:

— Set '
i w1t if no mistake
w' = ) o
w4+ ¢tz if mistake

We can set up an Empirical Risk Minimization(ERM) problem for learning halfspaces with an appropriate

choice of H and loss functions. In this case, let H be the set of linear functions h,,(z) = (w, z). Choose the
loss function to be the Hinge loss I(a,b) = max(0, —a - b).

R 1
CPI/G—]L e i

Figure 17: Graph of hinge loss, the z-axis denotes the value of the product ab.

Note one may find that for some technical reasons the hinge loss used in practice to be I(a, b) = max(0,1—
a - b) which is just the shift of the entire graph to the right by 1. Now we can set up the EMR objective as

Lw) =+ Y Uhue). )

1 < L
= E Z whinge(hW(xZ) : yz)
i=1
The gradient of ¥ninge is given by

wahmge(hw(:ci),yi) _ {O if sgn(hw(xl) — yz)

—yt -2t else.

Notice this is exactly the update of the Perceptron Algorithm. Hence, the Perceptron algorithm is really
Stochastic Gradient Descent with appropriately chosen loss functions and predictor class.
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6.2 Regret Minimization and Learning with Experts

So far we have been discussing online learning in the mistake bound model. This is a good model for
cases in which the decision is binary or categorical. However, in many scenarios, we are posed with a more
complicated problem and the predictions we need to make are numerical. In this case, it does not make too
much sense to keep thinking in terms the mistake bound model. In other scenarios, a mistake bound is not
really realistic. Regardless of the strategy we deploy, we will always be making mistakes. Consequently, we
will think of our problems from the perspective of Regret Minimization. To start, let’s consider the problem
of Learning with Experts

Let’s say we want to predict whether the stock market will go up or down for the next couple of days.
We have a set of d experts Fq, ..., E4 that we can consult. On each day, they will make their predictions and
we get to make our final prediction of the day after consulting their opinions. On each day, an expert may
be right or wrong and thus, each of them incur a loss.

E, E. | Ex Bar | B |y,

0'3 \ Plaech*':r*
\ Up o | Ug - - - Ue Ue Up 22

Ot | ) 2 A la| 2

Do~ | Uy | Doer — Dot Dgtu~
Do | 05 \\ 1| O o

T 7

Lou 4 Lon 4 Ow o

E—( E T ’ .

Figure 18: Example of Learning with experts. On each day, every expert makes their prediction and we make our
prediction based on their advices. The last column denote the true label. On day 1, expert E; incurs a loss of 1 since
their prediction is different from the true label.

Let I(¢,) denote the loss incurred on day t by expert i. Let [(¢) denote the loss incurred by our prediction
on day t. Our goal is to, in hindsight, match the performance of the best expert. In other words, our goal
is to minimize the regret at time 7', defined as:

T T
Regret(T) = Zl(t) — min I(t,1),

i=1,...,d
t=1 t=1

where the term min;—; . 4 Zthl [(t,7) is the loss incurred by the best expert over that period.

6.2.1 Follow the Leader (FTL)

Let’s by considering the simplest strategy: follow the leader (FTL). In this case, on each day i, our prediction
will be the prediction of whoever has the best prediction record up to day i. If multiple experts have the
same record up to day i, we randomly select one of them and follow their prediction. However, this strategy
can be horribly wrong and we may never get a single right prediction! (for instance, whenever we pick some
expert, the expert immediately makes a mistake on that day).

Suppose we have the extra assumption of an "infallible expert," i.e., there is an expert who never makes
a single mistake. Then if we use the FTL strategy, it may takes us up to d — 1 mistakes to locate this expert.
Therefore, even with an infallible expert we may still have a regret of d — 1 for FTL.
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6.2.2 Follow the Majority (FTM)

Now instead of making our prediction based on a single expert, let’s follow the majority vote of the experts.
In each round, we keep a set of eligible experts and we predict based on the majority.

Follow the Majority (FTM)
o Let A[0] ={1,2,...,d}
e Ondayt=1,2,...,T:
— Predict according to the majority of the experts in Aft — 1].
— Throw away any experts who made a mistake.

We have the following theorem.

Theorem 6.4. (Regret of FTM with an infallible expert) If there is an infallible expert,
Regretpra(T) < log, d.

The punchline is that whenever we make a mistake, we are throwing out at least a half of the remaining
experts. Note that by taking the majority, FTM gives us an exponentially better upper bound on the number
of mistakes made.

Proof. Let ¢(t) := |A[t]| denote the number of experts still in consideration after day ¢. Then, ¢(0) = d.
If we (the final output) make a mistake on day ¢, then it means the majority of the remaining experts are
wrong and hence,

p(t—1)

2

o)< (3)" 00

where L(t) is the number of mistakes our algorithm (FTM) makes by day ¢t. On the other hand, since by
assumption, there exists an infallible expert, we thus have ¢(¢) > 1 for all t. Combining the above, we thus

Bet 1\ L(®) 1\ L)
1o < (3) 00 =(5)

which implies L(t) < log, d. O

P(t) <

Therefore, we have

6.2.3 Follow the Weighted Majority (FTWM)

As shown above, FTM works fairly well assuming there exists an infallible expert. However, this is a very
strong assumption as we generally do not have such a powerful expert in practice. However, we can still use
the idea of "penalizing" experts that made mistakes:

e Assign "weights" to each expert.
e For each round, we make our final prediction based on the Weighted Majority.
e If an expert makes mistakes, we decrease their weights, for instance, by half.

Intuitively, we start out by trusting each expert equally. As time goes on, based on experts’ performance,
we adjust how much we trust them. This is the FTWM strategy.

Follow the Weighted Majority (FTWM) Let w(t,i) denote the weight of the ith expert on day t.
e Set w(0,i) =1fori=1,2,...,d.
o fort=1,2,....,T:
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— Make a prediction based on the weighted majority.
— For each expert i € {1, ...,d}:

x If E; made a mistake, set

x else: w(t, i) = w(t —1,1).

In other words, if the sum of the weights of experts predicting UP is larger than the sum of the weights
of experts prediction DOWN, we will make the prediction UP. Otherwise, we make the prediction DOWN.
FTWM has the following guarantee.

Theorem 6.5. (Regret bound of FTWM) Let L(T) denote the loss of FTWM at time T. Let L.(T) denote
the loss of the best expert at time T. Then we have

L(T) < 2AL,(T) + 2.41og, d.

Here by loss we mean the number of mistakes.

Proof. Let ¢(t) = Zle w(t, i), i.e., the sum of all weights at time ¢. Then ¢(0) = d. Then we have the
following claim.

Claim 6.6. If we make a mistake on day t, then

ot - 1).

=~ w

o(t) <

Proof. (of Claim) We have

o(t) =Y wlt,i)

i=1
= Z w(t, i) + Z w(t, i)
i:expert 1 was correct on day t i:expert 1 was wrong on day t
1
= | > w(t—l,i)+§l | > w(t —1,7)
i:expert 1 was correct on day t i:expert 1 was wrong on day t
1 1
=5 > w(t—17i)+§(_ > owi-vi+ Y w(t—l,i))
i:F;correct i:F; correct i:E; wrong
1o(t—1) 1
< = —op(t—1
S5 tolt-1)
3
=-o(t—-1
Lo —1)
where the inequality holds since FTWM was wrong on day ¢, implying the sum of the weights of the correct
experts on that day is at most a half of the total weights. O
Now by Claim [6.6] we know
3\ L) 3\ L(®)
o)< (1) o0 =(3) -a (17)
4 4
On the other hand, we have
1\ L« (®)
(5) <o (18)

L.(t)
This holds since all weights are non-negative and w(¢, best expert) = (%) . Consequently, combining

(8), we obtain
1\ L+ (t) 3\ L(t)
) =)
2 4
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Simplifying, we know
4
L(t)(10g(3) ) < Lu(t) +logs d

which implies
1

(og2(9))
as desired. O

L(t) < (L. (t) + logy d) ~ 2.4(L,(t) + logy d)

By Theorem [6.5] we have the following corollary.

Corollary 6.7.
RegretFTWM(T) = L(t) — L, (T) <14L, (T) +2.4 10g2 d.

We say a algorithm is a no-regret algorithm if

Regret(T)

T —0

as T — oo. Now suppose there exists an expert that only makes mistakes on a tiny fraction of the times,
say L.(T) = 0.01T. Then by the corollary,

Regret prw mr (T) . 1.4-0.017T +2.4 10g2 d
T B T

= 0.014.

Hence, although FTWM is a good algorithm, it is not really a no-regret algorithm provided the best experts
makes Q(T") mistakes.

Notice that FTWM is a deterministic algorithm as no randomness is used in the algorithm. As it turns
out, there is NO no-regret deterministic algorithm. Moreover, no deterministic algorithm can have loss

L(T) < 2L (T).

In the next lecture, we will see how we can make FTWM better by using randomness. Namely, we will study
the Multiplicative Weight Method (MWM).
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Lecture 7. Multiplicative Weights Method

Last time we discussed the problem of Learning With Experts. We talked about Follow the Leader (FTL),
Follow the Majority (FTM), Follow the Weighted Majority (FTWM) algorithms. Although FTWM is a
determnistic algorithm that works well when we have a reliable expert, FTWM is still not a no-regret algo-
rithm. In fact, as we mentioned last time, FTWM has almost the best guarantee among all deterministic
algorithms. Therefore, the hope to extend beyond the regret bound is to employ randomness in our algo-
rithm, leaning the the following Multiplicative Weights Method (MWM).

Multiplicative Weights Method
1. Set w(0,i) =1 for i =1, ..., d.
2. Onday t=1,2,....T:
e Pick an expert ¢ at random with probability proportional to w(t — 1,1), i.e.,
w(t—1,1)

Pr[E; is picked] = ————F———
e w(t = 1.9)

e Follow the prediction of the picked expert.
e Update the weights of each expert:
— If expert i made a mistake, set
w(t, i) = (1 —n)w(t—1,%)
— else, set
w(t, i) = w(t —1,1).
Notice the above method is for binary decisions. But we can easily adapt the following for numerical losses
by adjusting the update method: suppose the loss function ;(¢) € [0, 1], update the weight as
w(t,i) = e M Ow(t —1,4).
Another variant is to set
w(t,i) = (1 —nl;(t)w(t —1,1). (19)
We will prove our results for this variant. We have the following guarantee.
Theorem 7.1. (MWM regret upper bound)
log d
BIL(T)] < (1+n)L(T) + =55,

where L(T) is our final loss till day T and L.(T) is the loss of the best expert till day T.

Proof. Let ¢(t) = ijl w(t,7). That is, the sum of all weights on day t. Let I(¢,4) be the loss incurred by

expert i on day ¢. Using update (L9), we know w(t,i) = (1 — nl(t,i))w(t — 1,i). We can then calculate the
expected loss on day t as:

d
Elloss of MWM on day t] = Z Pr{we pick expert i]l(t, )

i=1

d .
_ w(t —1,1) 1t
i=1 2?21 w(t—1,7) 0

1< N
= 5=T ;w(t —1,0)(t,1).

This is the expected loss incurred by MWM on day ¢t. Denote this as l,,-(t). We have the following claim
connecting ¢(t) and oy (t).
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Claim 7.2. For each day t, the following inequality holds

O(t) = (1= nlowr (1)t — 1) < e Mowr® - (¢ —1).

Proof. (of claim) Notice

<
—~
~
~
I
=
g
\.@F
~
~—

s
I
—

(1 - ﬂl(t, Z)) ’ w(t - 17i)

Il
_M&

i=1
d d
=3 wt—1,i)—n> w(t—1,0)l(t0)
i=1 i=1
= ¢(t - 1) -n: ¢(t - 1)lour(t)
= (1 = nlour(t)) - G(t — 1).
The statement follows by using the fact that 1 — 2 < e for all > 0. O

Now back to the main proof, since all the weights are non-negative, we know

o(t) = Z w(t,i) > weight of the best expert = (1 — 5)L® (20)
i=1

since w(t,i) = (1 —n)L® for all i where L;(t) is the total loss incurred by expert i up to time t. Summing
everything up, by and Claim we have

(1= ® <g(t) < e Mour® . (¢ — 1)
S efnlour(t) . efnlour(tfl)“.as(o)

_ e_n(lour(l)+lou7‘(2)+.“+10“7‘(t)) d

— 6_77Lou7‘(t) . d

where L,,-(t) is the total expected loss incurred by MWM. Hence,
(1 _ W)L*(t) S e_anm(t) . d
Taking logarithms of both sides and rearranging, we have

1

In (1777) 1
Low(T) < —~"L L (T) + -~ Ind.
n n

()

For n < %, one can show < 1+ n. Using this fact, we arrive at our conclusion:

E[L(T)] = Lour(T) < (14 n)L.(T) + %.

Setting n = %, we obtain the following corollary.

Corollary 7.3. Let n = (/2. Then we have

T

Louwr(T) < Lu(T) + 2vVTInd.
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Proof. By Theorem and n = %, we know

Ind Ind
Low(T) < (14— )L«(T) + —
\\ T

Ind

T
= Lu(T) + || 7 L(T) + VTInd

1
< L.(T) + \/n?d T +vTd
= L.(T) + 2VTnd.

The inequality holds since L. (T) = ZtT=1 L(t) < Zthl 1 = T where 1. (t) is the loss incurred by the best
expert at time t. O

By the Corollary, we thus know
Lour (T)
T

as T'— oo provided L.(T) = o(T"). Thus, MWM is a no-regret algorithm in expectation!

In summary, Multiplicative Weights Method (MWM) is a very powerful method with nice theoretical
guarantees and has a variety of applications. Within learning, it can be used in say, Portfolio management,
Online Learning, Graphical Models and many other areas. The famous Boosting method is a great application
of MWM that adjusts the weight of each sample in the learning setting.

In Optimization, the same idea is also widely used. We can use it for a version of "Multiplicative" gradient
descent. We can also use it to solve Linear Programs, Semi-definite Programs and many other problems.

—0
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Lecture 8. Bandit Learning

Last time we talked about the Learning with Experts problem. In that setting, given d experts, we know
exactly the losses / rewards of all the experts at any given round. This is a very strong assumption that
does not holds in many real-life settings.

So instead of assuming we have complete / exact info about each expert’s losses, we imagine the experts
as "slot machines." In other words, at any time, we cannot see the information about all the experts.
Instead, we can only see the outcome (i.e., loss / reward) for the action we took. For instance, if we choose
expert ¢ on day ¢, we only get to see his or her reward/loss on this day. If we choose to pull the trigger of
the jth slot machine, we only get to see the reward of this particular slot machine. This setting is called
Multi-Armed Bandits (MAB). In particular, we consider the following setting:

1. Stochastic Bandits: Each expert and choice has a reward distribution P;.

2. On each day t, the reward of expert 7 is sampled from P; independently.

Vl P'z, P"'
dm\‘cu dna\'te (. . e C.Lo'-(e d
9 7 4
Doy v ) '
a-3 ,
by 1 “{ 7 !
)
g5 .

Figure 19: Multi-armed Bandit setup: on each day you only get to see the reward of the expert / choice you make.

More concretely,

e Suppose we have d-armed bandits with reward distributions P, ..., Py over R respectively. Let u; be
the mean of distribution P;.

e Denote our algorithm as an "agent."
e On day t:

— The algorithm chooses an arm I; € {1,2,..,d}.

— The environment shows us a reward 7, sampled from distribution Py, .

Our goal is to minimize the gap to the best choice, i.e., minimize
RT = Tu* — E[T[l + TI, —+ ...+ ’I“IT]

where p, = max{u1,..., uq} is the mean of the best choice.

The problem we are facing here is really an "Exploration vs Exploitation Dilemma." We started out
knowing nothing about the P/s and p;’s. To gain more information, we must try pulling different arms.
However, at some point, you have some basic information of some of the arms you pulled. In this case,
how do you gain more information by exploring other arms or do you pull the best arms given the available
information which might be the best action in hindsight? Ideally, we would like a balance of the two. Perhaps
we would like to favor more exploration in the beginning and prefer more exploitation when we have a lot
more information.
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This MAB model has a lot of practical applications in, for instance, dynamic traffic, online ad display,
restaurant choices, adaptive clinical trials and many others.

For people familiar with Reinforcement Learning, this MAB setting is the simplest non-trivial Reinforce-
ment Learning Problem:

e Agent: Bandit Algorithm
e Environment: System giving rewards

Actions: choices

"Policy": algorithm for choosing actions

"State": No states in MAB.

We will discuss the UCB algorithm and the Thompson Sampling algorithm. To that end, we make
the following simplifying assumption on the reward distributions: consider the Gaussian Bandit Problem
in which we assume each reward r; ~ A (p;,1), i.e., a Gaussian distribution with mean p; and variance 1.
Recalling the definition of Gaussian, this is saying

Prlreward; = r] =

Our goal is to minimize:
RTZTM*—E[T‘II +T]2—|—...+’I“[T]. (21)

On one hand, we have the following lower bound proved by Lai and Robbins back in the 80s:
Lemma 8.1. (MAB Lower Bound) One must have Ry > Q(logT'). Specifically,

1
[ — i

Ry > Q(logT) - >

Gipeg <fhx

We would like an algorithm that whose Rp is as close to this lower bound as possible. One idea is to
perhaps adapt MWM. For the chosen expert at each round, we update their weight properly. For the rest of
the experts, we use the past history to give rewards and update weights. This leads to the Upper Confidence
Bound (UCB) algorithm discovered in the 2000’s.

8.1 Upper Confidence Bound (UCB) algorithm

The high-level idea of the UCB algorithm is to take an "optimist’s" approach: at each round, we choose the
arm with the highest possible "upper confidence bound" given the current data.

Recall the idea of a confidence interval: say we have a random variable X ~ A (u, 1), at what interval do
I have great confidence that it will contain the true mean u? To be more exact, let’s say we have an estimate
i of the true mean p. Then a confidence interval is given by some C; such that Pr[u; € [fi; — C;, ji; + Ci]]
with high probability (e.g. with probability > 0.9). See Figure [20| for an illustration.

To put it simply, the iteration steps of the UCB algorithm look like the following: for each round t¢:

e Compute fi;(t — 1) := Observed average of arm i so far.
e Compute the "upper confidence bound."
e Pick the choice with the highest "reasonable" value for the unknown mean.

We will specify more rigorously in a short bit. To make the steps more concrete, we need to figure out how
to compute each of the quantities mentioned above.

Given samples from an unknown Gaussian distribution A (i, 1), what is our best guess of the true mean?
It turns out the answer is quite straightforward: we can simply take our guess /i to be the empirical average:
let z1,x2,...,xn ~ N (1, 1) be samples from the distribution. Then the empirical average

r1+x9+ ...+ 2N
N

=
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Figure 20: Illustration of upper confidence bound: here we have four arms. The average award for each arm so far
are indicated by the dots. The shaded area indicated the computed confidence interval. The UCB algorithm will
pick the arm with the highest upper confidence bound (the rightmost end of each shaded area).

is the "best" estimate of the true mean. (Note: there are exact rigorous notions of "best" in Statistics. We
will take this as a given. If you are interested, you can refer to Theoretical Statistics: Topics for a Core
Course by Keener for reference.)

Now that we have our estimate fi of the true mean, we want to compute a value C such that

Prug [i—Ci+Cl| <o

To this end, we borrow the following fact about Gaussian distributions:

Claim 8.2. If we see N i.i.d samples x1,...,on ~ N(u, 1), then

Priu> g+ C] <6, forC:\/w.

We now have our estimate i and a way of computing the confidence interval. The last step is to determine
what confidence level, i.e., § we need. Ideally, we want to be more accurate after many around. So we would
like ¢ to get smaller. For instance, we can choose § = % At last, we are ready to rigorously state the UCB
algorithm.

UCB algorithm
e Input: number of arms d and time horizon T
e Initialization step:

— For i =1,...,d: pull arm i. Observe reward r(0,3).
— Set [1;(0) = r(0,1), i.e., the reward observed for pulling arm 3.

— Set N;(0) =1 for all i.

// Let [i;(t) denote the empirical mean for rewards on arm 7 up to day t.
// Let N;(t) denote the number of times arm 4 has been pulled in the first ¢ days.

e Main iteration step:
— Fort=1,2,...T:

1. Compute the upper confidence bound for each arm:

2Int

Bi(t) = fu(t—1) + N1



2. Select the arm with the highest B;(t), i.e.,
I, = argmax B;(t).

3. Observe reward for arm I; then update fif, and Ny, (¢) = Ny, (t — 1) + 1.

Remark: recall our discussion earlier of the dilemma of choosing between "exploration" and "exploitation."
We regard the component fi;(¢ — 1) in the definition of B;(t) as the "exploitation" part as it contains

information of which arm is the best so far. The N?(ﬁ;“jl) can be regarded as the "exploration" part which
allows us for the opportunity to pull an arm that is different than the one having the highest empirical

average.
We will state without proving the following guarantee of UCB algorithm.

Theorem 8.3. The UCB algorithm gets regret
Rr =Tp. —E[r, +rp, + ... +7r1,] = O(log T).
In other words, the difference between the expected reward of UCB and the best arm is no larger than O(logT).

Comparing this with the lower bound in Lemma [8.1] we know UCB obtains the optimal bound.

8.2 Thompson Sampling

In UCB algorithm, we adopted an "optimist" approach by believing what the empirical data tell us and
make decisions accordingly. In Statistics, this is typically called a "frequentist" approach.

Contrary to the frequentist approach is the Bayesian approach. In the Bayesian setting, instead of
simply outputting the empirical average as our guess of the true mean, we maintain a posterior probability
distribution for what rewards each arm has. Specifically, we make the following assumption.

Assumption 8.4. There exists a prior distribution on the means py, lio, ..., i, i-e., for each i = 1,2,..,d,
we have p; ~ N(uo,ag) for some py and og. There is also a posterior update phase: after observing N;
rewards for arm i with empirical mean [i;, we adjust our belief of the distribution of u; accordingly.

In essence, the posterior for the distribution of y; is another Gaussian distribution A (u}, o/?)with mean

wh = %fl and o2 = N_1+1. Based on this, we have the following Thompson Sampling algorithm (with the

initialization step same ‘as the UCB algorithm, omitted below).

Thompson Sampling
e Fori=1,2,....,T:
— Sample from current posterior distributions for each arm and obtain the posterior means 2%, 5, ..., ﬂZOSt
— Pull the arm with the highest sample:

_ ~post
I; = arg max fi;

— We observe the reward r(t, I;)
— Update the posterior distributions accordingly.
We have the following guarantee of Thompson Sampling.
Theorem 8.5. Thompson Sampling has the regret bound
Ry =0(logT),

which is the same bound as UCB.
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One might ask since the two algorithms have same guarantees, which algorithm should we use? If we
have some domain knowledge or information that allows us to model the means of each arm, then Thompson
Sampling may give us better results practically (e.g. the regret may be a constant factor smaller). If we do
not have such information, then UCB generally works well.

In summary, in this module we discussed the problem of online learning. Unlike supervised learning, in
the Online Learning setting, you need to make decisions as the data come in. We discussed the Perceptron
algorithm for learning halfspaces and the learning experts problem with both deterministic (e.g FTWM) and
randomized (e.g. MWM) algorithms. Lastly, we discussed the Bandit Learning problem and its connection
to Reinforcement Learning.
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Part 111
Principal Component Analysis

Lecture 9. Best-fit Subspace

We now enter a new module. In this module, we are going to discuss Principal Component Analysis (PCA)

and related problems. To start, let’s consider the problem of determining the best-fit-line: given inputs

b 22, ..., 2" € R% we want to output the line that is closest to the dataset.

Figure 21: Example of what best-fit line looks like.

To obtain such a line, the idea is to minimize the sum of the distances of the points to the line. To this
end, we define the projection of x € R? onto a line as the following.

Definition 9.1. Let x € R? and L be a line in RY. Then define

Projp(z) := argmin ||z — yl|2,
yeL

in other words, Projr(x) is the point y on the line L that is closest to x.

Figure 22: Illustration of Projr(x).

If we have a dataset X = {xy, 23, ...,7,} C R? let the error of a line L on X to be

ERROR(L, X) =} _|lz: — Projp(x:)[*

i=1
With this, we can formalize the Best-fit line problem.

Problem 9.2. (Best-fit Line Problem) Let X = {x1,22,....,2,} C R? be the input dataset. We want to
output a line L that minimizes

ERR(L,X) =Y |lz; — Projp(x;)|*.

i=1
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Recall from linear algebra: a line (through the origin) is a 1-dimensional subspace. Hence, as a natural
generalization of the best-fit line problem, we can ask the question of what is the best-fit subspace of the
dataset X.

Problem 9.3. (Best-fit subspace Problem) Let X = {x1,xs,...,x,} C R? be the input dataset. We want to
output a k-dimensional subspace S that minimizes

ERR(S, X) anz Projs(z:)|,

where Projs(xz;) = argmingegs ||y — z|)2.

’ < X ?Ya‘)‘s(x): N “\d_l\‘?_
ves

Figure 23: Projection of = onto a subspace S.

We want to answer the following questions: (1) how do we solve the best-fit line problem, i.e., when
k =17 (2) If there’s a solution, can we extend this to higher k7 We will tackle these questions using Linear
Algebra. So before we proceed, let’s review some important concepts from Linear Algebra that we are going
to use.

9.1 Quick Linear Algebra Review

We will be using the following facts from Linear algebra.

Fact 9.4. 1. The angle between x — Projs(x) and Projs(z) is 90 degrees. In other words,
(x — Projs(z), Projs(z)) = 0.
2. The norm of © can be decomposed as
lz[|* = | Projs()|* + |lo — Projs(«)||*.
3. For allu € S, we have x — Projs(z) is perpendicular to u, i.e.,

(u,z — Projs(x)) = 0.

9.2 Principal Components

Using the linear algebra facts above, we can rewrite ERR(L, X) as follows;

ERR(L,X) = llzs — Projp(z:)|?

v

=1

(lil|* = [1Projr (x:)]1*)

I
NE

1

o
Il

M:

IfﬂzH2 Z 1Projr (w:)|®

i=1

o
I
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where the second of the linear algebra facts above. Since the x;’s are given to us as the dataset, we can
compute the first term exactly. Therefore, finding a line that minimizes ERR(L, X) is the same as finding

a line L that maximizes .
> IProji ()|
i=1

Denote this quantity as Var(L, X).

We can analogously define the quantity FRR(S, X) and from the same derivation as above, we know
that finding the subspace S that minimizes the error ERR(S,X) is equivalent to finding the
subspace S that maximizes Var(S, X).

Recall that for any finite dimensional space S, we can find an orthogonal set of vectors that completely
determine S. This set of vectors is called an orthogonal basis for S. Starting with a line, i.e., an one-
dimensional vector space, we characterize via the direction at which it is pointing. In other words,

L=Span({v}) ={z eRY: 2=\ -v,\ € R},

Knowing this, the projection of x on to L can be computed as

v v
Projp(z) = {x, ——)  ——.
loll2” vll2
This implies
v v
|Proje(@)l = || (@, =) = |
[oll2” lvll2
v v
=z, =) el
[oll2™ " llvll2
_ @)
[0l2

We denote Var(L, X) to be the sum of the squared length of the projections. In other words,

~ (@i, 0)® || X
Var(L, X) ZHPmaL =3 e -
1=1 2

where X is an n x d matrix with rows being the data points 1, zs, ..., x,. See Figure

Xy ] <xq ’ v>
Xa 5 Lk, ND
N M <Ko D>

\_/—;(/“/

Figure 24: Writing Var(L, X) in terms of matrix vector products

Hence, the Best-fit Line Problem can be formulated as:

e Input: A matrix X € R"*,

2
e Output: A vector v that maximizes Hﬁﬂ!

A unit vector (i.e., norm being 1) that achieves this maximum is called the first Right Singular Vector or
the first Principal Component of X. Intuitively, this unit vector is one which gets "stretched out" the most
by X among all unit vectors. See the following for a few examples.
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Figure 25: Given the data matrix X (on the left), the first Principal Component of X is the standard bases vector

e1 = (1,0,...,0)7. To see this, note that only the first column of X contains non-zero values. Performing matrix-

vector multiplication, only the first coordinate of v is involved. Hence, to maximize the stretch, we want the first
coordinate to be as large as possible.

N S Fiest  1( X
\own ?
—_— M
_au —
/—a
i Nl
7 o

Figure 26: Here each data point z* is a multiple of u. Hence, for each inner product (zi,v) o]

5— 1S maximized
when v is aligned with u. Since this holds for all i, we can just take v to be m

Now we know how to conceptually solve the best-fit-line problem (i.e., ¥ = 1), what can we do when we

to solve the best-fit-subspace problem for £ = 2 and larger? Recall the best-fit-subspace problem can be
written as

min ERR(S, X) = Y _ |lz; — Projs(z;)|
i=1

and equivalently,
n

max Var(S,X) = > _||Projs(z;)||*.
i=1
We are going to solve this using a "Greedy approach." Specifically, for k¥ = 2, we can first find the first
Principal Component v;. Then take v; "out" and repeat the process. Concretely, we will

1. Find the first Principal Component v;.

2. Let &; = x; — (z;,v1)v1.

3. Find the first Principal Component vy of the "new" dataset
X = {&1, %9, Bn}.

Another idea is to do the following:

1. Find the first Principal Component vy

2
2. Find the vector v that is orthogonal to v; and maximizes %

It turns out these two ideas are equivalent! They both define the top principal components of X. The
second Principal Component or the second Right Singular Vector of X is defined as:

X v
v:(v,v1)=0 ||’U||2

We can naturally extend this definition to k larger than 2 as the following.
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Definition 9.5. (the ith Principal Component / Right Singular vector) If vy,vs,...,v;—1 are the first,
second,...,(i — 1)-th right singular vectors of X, then the ith right singular vector is any vector that

X
v:(v,01)=0,...,(v,v;—1)=0 ||U||2 ’

”ﬁiﬁ!Q among the vectors orthogonal to the first (i — 1) right singular vectors.

1.e., the vector that mazximizes

Remark: If we consider the best-fit subspace problem using the original definition, i.e., finding the subspace
S that minimizes

ERR(S,X) =Y _|lz;i — Projs(z:)|2,
=1

then the greedy algorithm will fail. The resulting problem is thus much harder.

9.3 Top Principal Components and best-fit subspace

We are now ready to prove that the top Principal Components (Right Singular vectors) solves the best-fit
subspace problem. We will prove the case for k = 2. One can easily adapt the proof to larger k’s.

Theorem 9.6. The span of the first two Principal Components solve the Best-fit Subspace problem for k = 2.

2
Proof. Let vy be the first Principal Component of X, i.e., v; maximizes ”ﬁffﬁ! . Let vy be the second

2
Principal Component of X, i.e., vy maximizes “ﬁi! subject to the constraint that (v,v1) = 0. Let ST¢ =

Span({vi,v2}). We want to show that S”¢ maximizes Var(S, X) among all 2-dimensional subspaces where

Var(S,X) = Z | Projs(z:)||*.
i=1

.SPL

Figure 27: The subspace spanned by the first two Principal Components.

We will use the following fact from Linear Algebra.

Fact 9.7. Let wy,wy be two orthonormal vectors and T = Span{wy,ws}. Then we have

1Projr ()] = (@, w1)? + (z,w2)*.
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Figure 28: Illustration of Fact[0.7]

Using this fact, we can rewrite Var(SY¢, X) as

n

Var(STC, X Z |Projgre ()]
i=1

n
§ : 2
Cﬂ“”Ul l'zav2>

= E mlavl + E xuUZ

=
= HleII2 + ||szll2

Now, let T' be an arbitrary 2-dimensional subspace spanned by two orthonormal vectors wi,ws, i.e., T

Span({w1,ws2}). Then by the above, Var(T) = [ Xw1||? + || Xw2|?>. We want to show Var(SP¢ X) >
Var(T).
| X o]

On one hand, recall that v; maximizes Tl . Therefore, we know

S

X | < | X v,

which holds since ||wy|| = |lv1]| = 1 by assumption. In addition, we also have || Xws||?> < || Xv|?. However,
using this, we cannot say || Xws||? < || Xwv2||? in general since v; may not be necessarily orthogonal to ws.
To resolve this, notice that instead of picking an arbitrary orthogonal basis for T, we can always pick an

orthogonal basis {wy, w2} such that ws is orthogonal to uy (yet another linear algebra fact). See Figure
for an illustration.

AL

Figure 29: A basis for T such that ws is orthogonal to v.

Using this new basis for T, i.e., the one such that ws is orthogonal to v, we thus have
[Xwa]? < [|Xvs?
which holds since by definition, vs is the second Principal Component of X. Therefore,
Var(T,z) = | Xwi|* + [ Xw2|?
< [ X)) + | X vo|?
= Var(ST° X),
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as desired. O

In summary, we have thus shown that finding the first k£ Principal Components of X will solve the Best-fit
Subspace problem for dimension k. We will discuss how to to find the principal components via Singular
Value Decomposition (SVD) and the Netflix Challenge (low-rank approximation) next time.
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Lecture 10. Low-rank Approximation

In this lecture, we are going to discuss how to approximate a data matrix X with a "simple" version while
maintaining most of the relevant information. Before we actually solve this problem, we need to be more
precise about a couple terms in the question: what do "approximate" and "simple" mean for us?

We will address the second question first. For us, "simple" means low rank. Recall from Linear Algebra
that the rank of a matrix X is defined as

rank(X) = dimension(span of rows of X) = dimension(span of columns of X).

We say a matrix X has rank < r if it can be written as X = AB where A is an n-by-r matrix and B is an
r-by-d matrix.

d v
A~—— N, a
V\/ =" A ILI
X

Figure 30: A matrix X of rank <.

Simplicity: One might ask why do we study rank as a notion of "simplicity". To see the benefit of low-rank
matrices, first notice that to store an n x d matrix X, in general we need nd memory. However, if X is
low-rank, i.e., X admits a decomposition as shown in Figure then we need only nr +rd = (n + d)r
memory. If the rank r is small compared to n,d, e.g., n = 10,000, d = 10,000, = 2, then we can store the
data much more efficiently.

In addition to storage issues, one can perform matrix-related efficiently if our matrix X is low-rank. For
instance, let’s consider Matrix-vector Multiplication. Let X be an nm x d matrix and v an d-dimensional
vector. Then multiplying Xv naively requires O(nd) many operations. However, if X is low-rank, then X
can be written as the product of A, B where A is an n X r matrix and B is an r X d matrix. Then Xv can
be written as

Xv = (AB)v = A(Bv).

Computing Bv requires rd many operations. Given the computed Bv, computing A(Bv) requires nr addi-
tional operations. So the overall number of operations is

rd+nr=(n+d)r

which again, can be much more efficient than computing the matrix vector multiplication naively.

Approximation: Now we need to discuss what do we mean by "approximating." One thing we can do is
to essentially treat matrices as long vectors and compute the l5 distance between them. In other words, let
X be an n x d matrix and X be an n x d matrix that is its approximation. We can compute the squared

error by treating them as vectors as:
n d
DD (X = Xij)*

i=1 j=1

The root mean squared error of X and X, which we will denote || X — X || is given by

I1X — X||p = (zn: Ed:(xij - gz«ij)2)1/2.

i=1 j=1

We use the notation || - || to denote a norm (length) that we can define on matrices. The Frobenius norm

of an n X d matrix A is defined as:
n d 1/2
Jale = (303 48)

i=1 j=1
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One alternate norm we consider is the spectral norm. But from now on, we will be focused on using the
Frobenius norm as our measure of distance in our approximation. Now we are ready to formally state the
Low-rank Approximation Problem: given inputs X € R"*?¢ and a positive integer k, we want to output

an n x d matrix X of rank k that minimizes || X — X||p.

10.1 Netflix Challenge

A few years ago, Netflix launched a challenge. They have a large dataset with movie preferences / ratings
of 500k users that includes 20k many features. It takes roughly 8GB to store the entire dataset.

Mo ES (11-Ir.

711 4o 71
USe Sl 2 NEEAE <

ia.k .

v 266 b ghue
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Figure 31: Netflix’s user / movies dataset for the challenge.

However, not the entire dataset is available to the contestant. In fact, only roughly 100 million entries
are seen which is roughly 1% of all the entries. The contestants’ goal is to guess the missing entries. Each
contestant will be scored based on the average RMSE between their guesses and some "holdout" entries.
The first team to do 10% better than Netflix’s baseline model could get $1 million dollars!.

While the winning team did something that is more special to the specific dataset, the following method
can already beat the baseline by at least 4%.

e Step 1: Preprocess the data to center the data by subtracting the row average from each entry. (One
additional thing one can do is to "scale" the variance).

e Step 2: Put a 0 for every missing entry. Denote the resulting matrix as X.
e Step 3: Find the best low-rank approximation X of X (for some choice of rank k).

e Step 4: Predict the missing entries according to X and adjust the values by "undoing" the preprocess-
ing.

As it turns out, if you run the above steps for & = 30, you can beat Netflix’s baseline by 4%! It re-
maining mystery is how one can find the best low-rank approximation. To do this, we will be using the
Singular Value Decomposition.

10.2 Singular Value Decomposition (SVD)
10.2.1 SVD definition and examples

Theorem 10.1. (Singular Value Decomposition) Any n x d matriz X can be written as X = UXVT where
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e X is an r X r. diagonal matrix with non-negative entries

o U is an n x r matriz such that the columns of U are orthonormal, i.e., UTU = I,.
o V is an r x d matriz such that the columns of V are orthonormal, i.e., VIV = 1I,.
e The diagonal entries of ¥ satisfies: Y11 > Yoo > ... > Y.
A »
N E‘;;: * NT
" X = 9

™M

Figure 32: Singular Value Decomposition of an n x d matrix X into the product of U, ¥ and VT where U,V are
orthonormal and ¥ is diagonal with non-negative entries.
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Figure 33: Example of SVD. To check this is a valid SVD, note that the identity matrix [ is orthonormal and ¥ is
diagonal with non-negative entries.
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Figure 34: Another example of SVD. Different from the first example, here although X is diagonal, one of the entries
on the diagonal is negative. So we cannot do the same decomposition as before by taking U = V = I. However, one
can start with the same idea and then "push" the negative sign into entries of V' or U. That’s how we obtain the first
line and the second line. Rearranging the columns and rows so that 311 > Y22, we obtain the last line as our SVD.

What is nice and perhaps striking about Singular Value Decompositions are the following properties of
SVD.

Theorem 10.2. (SVD and Principal Components) Let X be and n x d matriz and let X = UXVT be its
singular value decomposition. Then vy, i.e, the first column of V (the first row of V) is a first principal

component of X. vy is a second principal component of X. In general, vy is a kth principal component of
X.

In addition, we also have the following nice connection between SVD and low-rank approximation.
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Theorem 10.3. (SVD and low-rank approzimation) Let X be and n x d matriz and let X = UXVT be its
singular value decomposition. Then,

211 ’U?
¥ v
Xk = (’LL1 u2 ... ’U,k) 22 2
Ek U,{
is the best rank-k approximation of X.
W Wi i
X _ z“Z —‘:‘—T—’
b ), i
~—

Figure 35: Best rank-£ approximation from SVD

As aresult, SVD is a very powerful tool that solves both PCA and low-rank approximation! The question
now thus becomes how we can compute SVD efficiently.

10.2.2 Computing SVD
Recall the SVD of X is given as X = UXV7T. As shown in Figure we can write the SVD as

T T T
X = o1u1v] + o2ugvy + ... + oruyv,

where o; = X;;, u; is the ith left singular vector and v; is the ith principal component which is also known
as the first right singular vector. We call o; the ith singular value.

Zw i

8

U

Figure 36: We can expand matrix multiplication as a summation of column row products.

We can prove a few useful facts using this summation form of SVD.
1. Xwv; = o;u, for all i. Notice that

T T T
Xv; = (o1u1v] + o2ugvy + ... + opupv,. )v;

= oru1 (V] vs) + oaug(vIv) + ... + opup (vl v;) (22)
= O;Uq,
where the last line holds since the v;’s are orthonormal, i.e., (v;,v;) = 0if ¢ # j and |lv;|| = 1 for all 4.
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2. Using the same idea, we can show
ul X = o0f (23)

for all 7.

3. 0; = || Xv;]|. This is true since
[ Xvill = llowus]| = o3, (24)

where we use 1 and the fact that u; has unit norm.

As a result, given an arbitrary n x d matrix X, if we can compute vy, ...v, in the SVD of X, we can then
compute o1, ...,0, and uq, ..., u, as well. There are many methods to compute full SVD. In particular, we
have the following theorem:

Theorem 10.4. There exists an algorithm that can compute the full SVD in time O(1) - min(dn?,nd?).

However, in many cases, we really do note need to compute the full SVD. For instance, if we want to
obtain a rank k = 30 approximation of X, we only need to compute the top k singular values and the
associated singular vectors. So the question is: can we compute the first 30 singular vectors easily?

10.3 Power Iteration

Observe the following property of SVD. Let X = UXV” be the singular value decomposition of X. Then
consider Y = XTX. We have

Y =XTXx =@wxvhHT . (usv?)
=vUutu)zv?
= vVt

where the last line holds since U is orthornormal (thus UTU = I).

| | Zu I
| P -
W ub, B 7
w T hal™ vl
— ——
= Zn . Zon
+
g,

Figure 37: The matrix Y = X7 X given the singular value decomposition X = UXV7.

We can write in the summation form as:

Y = o?vwl + olvgvd 4 ..o2vul.
Similarly,
Y?= (v ve)vT
=vx2(vivx?v?
=vytv?
= U‘llvlv{ + agvgvg + ...afvrvTT
and

T

3 67/ T 6, T 6, T 6
Y? =VYXV' =ojviv] + 030205 + ...0.00; .
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In general, we have

v_ 2, T 2, T 2, T
Y' =o07'v1v] + 050905 + ...07 vr0;, .

Therefore, if there is a "gap" between o; and the rest of the singular values, then this gap will be amplified
as | becomes large. For example, if 09 = 1,09 = 0.8 (0; < 09 for i > 3 by the definition of SVD), then

V=12 00T +(0.8)0p0] + (6%)? vzl + ...

Hence, as [ — oo, Y! — v1v{. In particular, if we can look at any column of Y! and normalize (scale) it, we
should obtain a vector that converges to v; (since each column of v1v{ is some constant multiple of v;). In
summary, to extract vy from X, we can use the following idea:

1. Compute Y for some large [ (I = 100).

2. Extract the first column of Y by letting
U= Ylel
where e; is the vector with a 1 in the first entry and 0’s in all the other entries. This extracts the first
column of Y.

3. Output 2.

1]

This has a potential issue as computing matrix-matrix products can be really expensive. In the implementa-
tion above, we first perform [ matrix multiplications then multiply by v. We can save a lot of running time
by changing the order of computation: we can compute Y'v as Yiv = Y=} (Yv) = Y!=2(Y(Yv)) = ... See
Figure By doing this, we are now performing [ matrix-vector multiplications instead of [ matrix-matrix

multiplications.
o
1 v Y Y - Y

e
W
T

Figure 38: The matrix multiplication Y'v.

Combining these ideas, we have our first attempt at the Power Iteration algorithm.

Power Iteration (naive):
1. Compute Y = XTX. Let vy = e;.

2. Fort=1,2,...,1:
vy =YV,
3. Output 4.

llodll

However, we might run into the issue that the first column of Y is always 0, i.e., Y may look like

0 0 0 O 0
0 * * x *
0 *x * % *
0 * * * .. *

This can happen even if our first singular vector is non-zero. To circumvent this problem, instead of relying
on our choice of e;, we will start with a random unit vector in R¢. By doing this, we can avoid the adver-
sarial O-first-column issue with overwhelming probability. With this issue fixed, now we are ready to state
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the actual Power Iteration algorithm.

Power Iteration
e Input: X € R*x¢
e Output: A vector v that is close to the first right singular vector.

1. Let @y be a random unit vector in R%.

2. Fort=1,2,...,1:

3. Output ;.

We have the following guarantee for the Power Iteration algorithm.

Theorem 10.5. (Convergence of Power Iteration) Power Iteration will converge to a top right singular
vector after L = O(lofd) iterations. More specifically, we will have || Xvg| > (1 — €)oy with high probability.

[Be] IXo] _
ol ol

Now let o1 > 09 > ... > o, be the singular values of X such that 0,,, > (1 — €)o7 and o1 < (1 — €)oq for
some m € {1,2,...,r}. Let S,,, = span{vy,va, ..., v }, i.e., the span of the first m singular vectors. Then the
following theorem holds.

Recall the vy is the first principal component which by definition, maximizes and max, o1.

Theorem 10.6. After L iterations of Power Iterations where L = O(M), vr, s almost entirely contained
in Sy, i.e.,
oL — Projs,, (vL)|| < 0.

One thing that is particularly nice about Power Iterations is that you do not really need to perform
any matrix multiplications at all. For instance, suppose we are given three matrices X1, X5, X3 and we are
interested in computing the first principal component of X = X7 XoX3. If X, Xo, X3 are of large dimensions,
say 100k x 100k, then it would be incredibly inefficient if we have to carry out matrix multiplications. However,
in Power Iteration, we can get around this as

XT(X0,_1) = (X1 X2 X3)T (X1 X2 X3) 0y _1)
= (X3 (X3 (X{ (X1(X2(X30:-1))))))-

Consequently, to run Power Iteration on X, we only need a way to multiply vectors with X.

10.3.1 Variants of Power Iterations

Just like the NAGD method we learned in our Optimization module, we can use the same idea to accelerate
Power Iterations.

Power Iteration + Momentum ("Lanczos Iteration")
1. Let vg be a random unit vector
2. Fort=1,2,...,[:
o Set7 = XTX0_1— B V2

Zt
Z||

oLetT;tzl
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We know from the above that Power Iteraions converge in %

Momentum converges in ﬁ rounds.
In other cases, we are not just interested in the first principal component. We may also be interested in

the top k singular vectors. In this case, we can do the following:

rounds. In comparison, Power Iteration with

Subspace Iteration

1. Let v9,29, ..., vg be a set of orthonormal vectors.
2. Fort=1,2,...,1:
o Let 2t = XT(Xv!™Y) for i =1,2,..., k.

t
Zq .
[EHR

o Set vf = V) =

Lastly, instead of computing the first PC, what if we want to compute the last non-zero Principal
Component? We would like some way of "reversing" the magnitude of the singular values and then run
Power Iterations. Since the singular values are now in "reverse order," Power Iteration should give me the
PC associated with the largest singular value, which in this case, is the last non-zero PC since the magnitudes
have been "reversed." To achieve this, we know

T

T 2, T 2 T 2
Y =X X =o7viv] + 050205 + ...+ 0xvpv, .

Then,
e Run Power Iteration to compute o7;.

e Set Y = 202y — Y where Iy = vivl + ... + v,0l. We can compute this in some way but for now, for
simplicity, let’s assume X is full rank. Then Iy, would just be equal to I. We thus find
Y =202 (vl 4 ... + v,0l) — (2ol + .+ o2u0l)

2

— ol 4 (207 — 02l + ... + (207 — o) v,k

(
o

e Run Power Iteration on Y.

Notice that Y has the same principal components as Y but the singular values associated with vl s
(202 — 0?) which is the largest singular value of Y. As a result, running Power Iteration on Y recovers the
first PC of Y which gives us v,., the last non-zero PC of Y.

10.4 Matrix Completion

Now going back to the Netflix Challenge. We can beat the benchmark by at least 4% by first do some
preprocessing of the data, then perform low-rank approximation, and lastly do som postprocessing before
outputting the final result.

Another way of seeing the problem is to view it as the following optimization problem:

min Z (Xi; — X;j)? such that rank(X) < 30.

(i,) seen

This is a constrained optimization problem so we would naturally like to run Projected Gradient Descent on
the problem. However, the bad news is that the rank constraint is not convex. But as it turns out, in this
case, although the constraint is non-convex, we can still perform the projection computation efficiently and
carry out with the Projected Gradient Descent method. This is known as the "Singular Value Projection."

To put the algorithm into context, recall the setup of the Netflix Challenge. We are given a large n x d
matrix that contains the reviews of n users on d different movies. Let © C [n] x [d] be the set of seen entries.
For the Netflix Challenge, very few entries are seen, for instance, % ~ 0.1. We can phrase the challenge as
the Matriz Completion Problem:
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e Input: Entries of X in ©

e Output: Find X of rank < k that minimizes

> (@i —2iy)™

i,jEO

If we define L(Y) = 3_; co(Xij = Vi /)2 ,i.e., the Frobenius norm of X — Y, then we can write the Matrix

Completion Problem simply as:
min  L(Y). (25)
Y:rank(Y)<k
One thing we can do is to view || X — Y| as a way of measuring the distance between X and Y in the
space of matrices. By doing so, equation is equivalent to finding the matrix Y that is the "closest"
to X in the space of matrices of rank < k. Borrowing terminologies from earlier, we are trying to find the
projection of X onto the space of rank < k matrices. Define

Proj(Y) = i Z-Y|>.
roj(Y) argzzmg(nz)gkll 7

Figure 39: Projection of Y onto the space of matrices of rank < k.

As it turns out, we can solve this problem by combining SVD with gradient descent.

Singular Value Decomposition (JMDO09)
e Preprocess X
e Set Yy to be the SVD of X
e Fort=1,..
1. Let Y/ = Y1 —nVL(Y;—1)
2. Set Y; to be the best rank-k approximation to Y} by SVD.

This algorithm works well for random matrices and randomly chosen © C [n] x [d] even we only have
~ (n+ d)klog(nd) seen entries. One concern one might possibly have is the memory needed to keep track of
the matrix Y/ at each stage. As mentioned earlier, it would be too memory inefficient if we need to record
the whole n x d matrix at all time. But fortunately, we do not need to worry about that problem for this
algorithm.

On one hand, the matrix VL(Y;_1) is a "sparse" matrix since VL is zero for entries not in © so we only
need to keep track of the non-zero entries which are not too many by our assumption. On the other hand,
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Y; is low-rank by definition. Thus, we can just store Y; in its low-rank decomposition (SVD) form which is
very memory-efficient.

Combining these two facts, indeed it does not take too much memory to store Y; which is the sum of a
low-rank matrix and a sparse matrix.
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Part IV
Privacy

Lecture 11. Privacy in Machine Learning

11.1 Introduction

Starting this lecture, we will be discussing privacy-related problems in Machine Learning. In the last part of
the class, we talked about the Netflix Challenge where the challenge is to complete the matrix with access
only to a small number of entries. Not too long after the first challenge, they launched Netflix Challenge 2.0
with the similar setup and a 10 million dollars reward to the teams that can beat the benchmark by 10%.
While many teams were tempted by the prize, the challenge was soon canceled. As it turns out, by releasing
dataset, there are serious privacy-violation issues.

One might ask: why can there be privacy concerns when the usernames and ids are hidden in the public
dataset? As a study from 2008 by Narayanan and Shmatikov shows, one can identify the exact user with
the help of other publicly available datasets.
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Figure 40: One can cross-reference the Netflix Challenge dataset and the publicly available IMDB reviews dataset
to identify the users.

As another example of privacy concerns arising in Machine Learning, suppose we have a dataset that
contains identifying information of an individual such as address, SSN, DOB, etc along with the relevant
medical information, e.g., height, weight, diabetic or not... This is an important dataset for medical research
but as it contains all the identifying information, it obviously have some serious privacy-violating issues.
So one might ask, what if we just remove all the identifying information and permute the rows? It seems
plausible that this can resolve the privacy issues. However, not long after the "cleaned" dataset was released,
an email was sent to the governor containing all the correct medical records of the governor deduced from
the dataset. So even if we hide the identifying information, one may still be able to recover the exact user
/ data correspondence with the help of other publicly available data. This is known as the "reconstruction
attack."
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Figure 41: Reconstructing governor’s medical records despite hidden identifying information.

As the examples above shown, it is difficult to say anything is 100% private against all empirical attacks.
Hence, it is important to have a model based on which we discuss the notion of privacy. There are so many
datasets that are sensitive in real life and people build large-scale machine learning models on datasets such
as GPS data, Financial datasets, app usage time, medical data, genetic data, facial recognition data etc. We
will formally define the notion of privacy used in Machine Learning shortly. Before that, let’s consider one
simple example in machine learning: mean estimation.

11.2 Mean Estimation

Consider the problem of computing averages. In the simplest setting, suppose there are n people in a group
and each possesses a binary value, i.e., the ith person possesses some z; € {0,1}. Our goal is to estimate /

calculate the average
1+ 2o+ ...+ Ty

n

P =

Obviously, if we ask each individual to tell us the exact number they have in hand, then we can compute P
exactly. However, the issue is that the algorithm would know the information of all the individuals and thus
could be a major violation of privacy. So the question is, is there a way of getting a good estimate of the
true mean without conveying the exact information each individual has?

Back in 1965, Warner came up with a simple idea of using Randomized Response. For each user i, they
will send to us a value T; such that

x; with prob % +4
T =
‘ 1—x; wit prob % — 4.

With this randomization step, the algorithm has no way of knowing the exact x; that user i has.

X, X Y
X | = | Y,
' A Yin
3 —_—an
'1,':. L FX‘O'
= Rondorri e

Peipone i pivey.

Figure 42: Randomized response: § is a parameter you can choose. When 6 = 1/2, each individual sends the
message that have. When § = 0, each individual sends a completely random message which thus guarantees "full
privacy,"
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So it seems we can guarantee certain level of privacy by choosing the appropriate §. But can we still get
a good estimate of the true mean in this case? Notice we have

E[z;]| = (% +0)z; + (% -0l —ua;) = (% — ) + 20x;.

In other words,

__El#)-(3-9)
! 26
This implies ) )
1+ ...+, £1+'7‘l'+x” — (% —90)
- E ]
n 20
P

This suggests that on average, P is the right estimate for the empirical average. By an standard application
of Chebyshev’s inequality, one can show:

Claim 11.1. (Randomized Response for Mean Estimation)
Pr[|P— P|>d < —
r[|P — (< ——.
~ 4ed\/n
By the claim, suppose we want e-accuracy with at least 75% chance, we would need ﬁ < 1 which is

equivalent to saying n > ﬁ. From the example, we can see that we can achieve certain level of privacy
while satisfying some accuracy guarantees. There are two questions we need to address here: (1) We need
to find a way to formally define accuracy. (2) How does privacy requirements affect the accuracy of our
predictors?

11.3 Differential Privacy

Our notion of quantifying privacy will be Differential Privacy. This is also called "Central Differential
Privacy" or "Trusted Curator Model" as illustrated in the figure below.
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Figure 43: The Differential Privacy model: we have a database containing all the users data. The ML algorithm
interacts with the dataset via a "middle" curator that answers each query the ML algorithm makes with processed
information (for private reasons) from the dataset.

Formally speaking, given a database D € X" that contains information about the n users, there is a
mechanism M : X™ — Y that takes in as input the dataset D and outputs answers for a specific query
asked by the ML algorithm. We want a notion privacy such that the mechanism will output similar answers
for any "neighboring" datasets.

Definition 11.2. (Neighboring datasets) Two datasets D, D’ are neighbors if they differ in exactly one row.
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Now we can define the notion of differential privacy.

Definition 11.3. (e-differentially private) We say a mechanism M : X™ — Y is e-differentially private if
for all neighboring databases D, D’ and y € Y, we have

e “PriM(D’) = y] < Pr[M(D) =y] < e Pr[M(D') = y].

This notion of privacy is widely adopted in practice. For instance, it is the standard of privacy that US
Census Bureau 2020 used. It was also adopted by tech companies like Apple, Google, Microsoft and many
others. A few remarks about the definition:

e Smaller € means better privacy.
e ¢ is pretty small, for instance, ¢ ~ 0.01.
e For the definition to hold, it has to hold in the worst case for all databases.

Now we examine this notion of privacy for the task of mean estimation with randomized response that we
discussed earlier. Recall that to estimate the average P := (x1 + ... + &) /n, we use the estimator

Ti+.. 4Ty (l _ 5)
M(D) = —n—p—2

Now let D, D’ be two neighboring databases. Let a € Y be an arbitrary outcome. Notice that for M(D) =
M(D') to happen, one of the entries of one dataset has to be flipped from the true value while the same
entry is not flipped in the other dataset. This suggests,

1

PrM(D')=a] = 1-6 1-20 195

for some constant in the exponent. This suggests that Randomized response is in fact, O(9)-differentially
private. On the other hand, by Claim [I1.1} we know

T+ ... + Ty
n

1
zéﬁ}g

Let a be the error parameter. Then setting a = ﬁ in the above inequality, we thus know that to achieve

[l W

Pr[

M(z) —

e-differential privacy and error < «, we need
c

e2a?

for some constant c.
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Lecture 12. The Laplacian Mechanism

Last time we introduced the notion of e-differential privacy and showed that randomized response for mean
computation is indeed differentially-private. Recall that in randomized response, instead of letting user
report faithfully their true value z; € {0,1}, we ask the users to send Z; to the trusted curator such that
Z; = x; with probability (1/2) —¢ and Z; = 1—a; otherwise. The curator then sends the Z}s to the algorithm.
In other words, we are "perturbing" each user’s input to maintain privacy.

But we do not have to do it this way. One alternative way is to perturb the output. Instead of sending
noisy version of the inputs, the trusted curator can first compute the true quantity of interest using the
faithful data, add some noise to the computed value, then send it to the algorithm.

INRT  PERTURBATION OUTRUT  PERTURBATION
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Figure 44: In an input perturbation mechanism (on the left), noise added to the true dataset D to obtain Noisy(D).
We then compute the function on this dataset and obtain F'(Noisy(D)) which is then sent to our algorithm. Meanwhile
in an output perturbation mechanism (on the right), we first compute F' using the true data and obtain F(D). We
then add noise to it to get F(D) 4 noise which we send to our algorithm.

As an example, in the problem of image generation, you are given a large dataset of images. If you feed
in the images directly to your model (algorithm), then one can use the model to generated images and use
them to trace the "source" in the dataset which inevitably has privacy concerns. To address this, it was
shown that one can add a lot of noise to each pixel of the dataset. The resulting dataset looks like pure
noise to human eyes but when it is fed to the model (algorithm), the performance of the resulting model is
almost as good as the original one.

Q;ijn«lt ﬁ' {yvvj.r.{

- AMA& —
Modd | — 5;

DSMV\MW
e o

Figure 45: Example of privacy-related concerns in machine learning

66



12.1 Laplacian Mechanism

We will begin our discussion of the Laplacian Mechanism by again considering the problem of Mean Esti-
mation. Again, in this setting, the input is given as X = (z1,...,x,) where each z; € {0,1}. The Laplacian
Mechanism for computing the mean (an output perturbation mechanism) is as follows:

1. Compute f(z) = &iteateton
2. Release f(z)+ Z
where Z is drawn from the Laplacian distribution.

Definition 12.1. (Laplacian Distribution) A Laplacian distribution with mean 0 and variance b is the
distribution where the probability density function is given by

Figure 46: Laplacian distribution for different values of the parameter b.

We now prove that the Laplacian Mechanism for computing the mean is indeed differentially private.
Claim 12.2. The Laplacian Mechanism with b = 1/(en) is e-differentially private for computing the mean.

Proof. Let X, X’ be neighboring datasets, i.e., datasets that differ in exactly one row. The Laplacian
Mechanism computes the estimated mean as M (X) = f(X) 4+ Z and M(X’) = f(X') + Z' where Z, 7’ are
sampled independently from a Laplacian distribution with mean 0 and variance b. Therefore, we know that
for any a € R,

Pr[M(X) =a] =Pr[f(X)+ Z =d]
—Pr{Z=a- f(X)]

= Lesp (- =10
Similarly, we know . / 1 la— F(X)|
r[M( )—a]—%eXP(— b )
This suggests
Pr[M(xz) =a a— f(X)[—la— f(X
Pr[gw((x?):a] :exp<_ (I X bl ( )I))
Sexp(lf(X)—bf(X’)|)
1
< exp (%)
= exp(e),

where the second inequality holds since X, X’ are neighboring datasets and each entry takes values in
{0,1} (thus the mean of neighboring databases can differ by at most 1/n). The last equality holds since
b=1/(en). O
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We have thus shown that the Laplacian Mechanism is indeed e-differentially private. But how about
its accuracy? We are releasing our mean estimate as f(X) + Z where Z ~ Laplacian(i). From standard
concentration of measure results, we know for a zero-mean Laplacian distribution with parameter b, the
following holds:

Pr[|Z] > tb] < exp(—t)

which suggests
Pr[|Z] > 2b] < exp(—2) < 1/4.

Combining this accuracy guarantee with the privacy guarantee earlier, we thus obtain

Claim 12.3. Laplacian Mechanism with b = 1/en is e-differentially private and

2 1
Pr{|M(X) — f(X —] <=
IM(X) ~ F0)] > 2] <
From the above, if we let @« = 2/(en), then the Laplacian Mechanism for computing the mean e-

differentially private and a-accurate with probability at least 3/4 for n > 2/(eq).

By now we have only considered the problem of mean estimation. In fact, we can make the above argument
above more general and show that the Laplacian Mechanism can achieve good privacy and accuracy for a
variety of tasks. To this end, let f : X — R be a function that takes in as input a dataset and outputs a
real value. Then the sensitivity of f is given by

S1(f) = max FX) = F(XT)].

X,X'’ are neighboring databases

For instance, for Mean : X — R which outputs the empirical mean, we have
1
S1(Mean) = —.
n

Using the same proof as above, one can establish the following result.

Theorem 12.4. (Laplacian Mechanism one-dimensional guarantee) If f : X — R has sensitivity S1(f) < s,
then the Laplacian Mechanism with noise level b = s/e achieves e-differential privacy.

Note: we cannot get an accuracy guarantee in general as it depends heavily on the exact function f we are
computing.

We can further extend this notion of sensitivity for vector-valued functions. Let f : X" — RF. The
sensitivity of the vector-valued f is defined as

k

Si(f) = X)i — F(X)l.
l(f) X, X'’ are neirgI}lgé(ring datasets Z |f( ) f< ) |

Hence, to compute f(X) while maintaining some privacy, we can do the similar steps as before:
e Input: (z1,...,2,) € X"
e Output:

1. Compute f(X)
2. Sample Zy, ..., Z ~ Laplacian(b)
3. Output f(X) + (Z1, ..., Zk).

We have the following privacy guarantee:

Theorem 12.5. (Laplacian Mechanism high-dimensional guarantees) If f : X™ — R* has sensitivity < s,
then the Laplacian Mechanism with noise b > s/e achieves e-differential privacy.
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12.2 Properties of Differential Privacy
12.2.1 Meta Processing

In most practical applications, computing a single function M is not the end of the story. Most likely, we
are going to use the computed value M and use it to compute other quantities of interest.
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Figure 47: After Y receives the computed M (X) from the trusted curator, it may use the resulting M (X) and
compute some other values and send them to Z.

One may wonder, does differential privacy still holds in this case? In other words, is it privacy preserved
under function compositions? Fortunately, the answer is yes.

Theorem 12.6. (DP is preserved under composition) Let M : X™ — Y be e-differentially private. Then,
for any F :Y — Z, the composition F o M : X™ — Z is also e-differentially private.

Proof. Let X, X’ be neighboring datasets. Then for all z € Z, we have

PrlFoM(X)=2Z]= Y  PrlM(X)=Y]
Y:F(Y)=Z
> e PrM(X')=Y]
Y:F(Y)=Z
=¢ > PrlM(X)=Y]
Y:F(Y)=Z
=e*Pr[FoM(X') = Z],

IN

where the inequality holds since M is e-differentially private. O

12.2.2 Group Privacy

What if now instead, we have two databases X, X’ that differ in k entries instead of only one entries, what
can we say about the differential privacy in this case? The answer is we still have DP-guarantees and in fact,
if M : X" =Y is e-DP, then

Pr[M(X)=Y] < e*Pr[M(X') =Y].

This can be proof via a "Hybrid Method." See the figure below.
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Figure 48: Create "intermediate" databases Xo, X1, ..., Xx; , Xx such that Xo = X, X} = X’ and X;, X, differ in
exactly one entry. The result then follows by applying e-differential privacy to X;, Xiy1.
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12.2.3 Some example of Queries

There are a few queries that are heavily used in practice.

e Counting Queries: this query asks about the number of users or records that have certain properties.
It is easy to see that
S (counting query) < 1.

As a result, we can add Lap(1/e) noise to obtain e-differential privacy.

e Histogram Queries: suppose each user falls into a category, then this queries ask about what cate-
gories each user fall in (here each user can only fall in one category). We can view a histogram query as
f: X" — R* which maps a dataset to a vector of length k such that the ith entry records the number
of users that fall in the ith category. Since the total number of users is fixed, neighboring databases
can have a change in two coordinates and thus,

S (histogram query) < 2.

See Figure [49]
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Figure 49: Histogram Query

From the above, we see that although a histogram query has k coordinates in the output, its sensitivity
is very small. Thus, histograms are very nice high-dimensional queries.

e Maximum queries: Now consider a slightly different scenario. Suppose we have a database of medical
records. We want to know what is the most common form of series health hazard out of the k options.
In this case, our histogram query can be viewed as f : X™ — R* where the ith coordinate counts how
many of the users are of type i. To guarantee differential privacy, one thing we can do is to use the
following algorithm:

1. Release f(X) in a e-differentially private manner.

2. Then compute which ¢ has the highest count.
Notice that the final output will still be differentially private by the post-processing property of dif-
ferential private. On the other hand, since in this case, each user does not necessarily fall in only one

category (a user can have multiple health hazards [sad]), in this case, changing the data of one user
can possibly leads to a change in all of the coordinates. This suggests

Si(f) < k.

Hence, we need the noise level to be Lap(k/e€) to get e-differential privacy.

As argued above, this algorithm is certainly differentially-private. However, in this case, we are releasing
a differentially-private version of f(X) which is a lot of data to send. Since we are only asking for one
single value g(X) = argmax; f(X);, is it possible to output only one value while still maintaining the
differential privacy guarantee? The answer is yes. Consider the following "Noisy Max" algorithm:
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1. Compute f(X).
2. Add noise Lap(c/¢) to each coordinate of f(X).

3. Compute the max of these noisy counts and release the id of the disease with the noisy max.

One can show that the above is indeed e-differentially private for computing g(X). We are not going to
prove this. Interested readers can refer to Claim 3.9 in https: //www.cis.upenn.edu/ aaroth /Papers/privacybook.pdf
for more details.
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Lecture 13. The Exponential Mechanism and other topics in DP

Last time we discussed the Laplacian Mechanism and some related examples. Today we are going to discuss
another mechanism for a slightly different setting.

13.1 The Exponential Mechanism

Suppose someone is holding a digital auction for a digital painting somewhere online. Since this is a digital
auction, the auctioned item does not only go to the one who has the highest bid. Instead, any participant
who is willing to pay the set price will receive copies of the item and they participants who get the copies
pay the amount that is equal to the set price.

For instance, suppose we have four users bidding for one item. User 1 bids (is willing to pay) 1 dollars.
User 2 bids 2.5 dollars. User 3 bids 1 dollar. User 4 bids 3 dollars. In this case, if the auctioneer sets the
item price to be 1 dollars, then he would collect 4 x 1 = 4 dollars since every bidder is willing to pay at
least 1 dollar for the item. Similarly, if the auctioneer sets the price to be 2.5 dollars, then he would collect
2 x 2.5 = 5 dollars since only User 2 and User 4 are willing to pay more than the the price.
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Figure 50: Digital good auction: users’ bidding prices
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Figure 51: Digital good auction: auctioneer’s set prices and the corresponding revenues.

Let Revenue(p) denote how much revenue the auctioneer would collect at price p. Then we would like
to know what is the price at which revenue is maximized, i.e., what is arg maxp Revenue(P). To state this
more formally and more generally, let P be the range of prices. Let U : X x P — R be a "utility function"
such that U(X,p) denotes the utility / revenue the auctioneer collects at price p. Our goal is to compute
and release argmax, U (X, p).

Many real life scenarios fall into this general problem framework.
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Example 13.1. e Digital goods auction is a special case of this problem. In this case,
U(X,p) = Revenue generated at price p = p - (# of users whose bid is > p)

where X is a vector of the bids of all the users.

e Computing the most frequent item can also be formulated in the same manner. Let U : X™ X
{1,2,....,k} — R such that

U(X,i) = # of people who have type i.
The most frequent item is thus arg max; U(X,1).

Our goal now is to compute / release U(X,p) privately so as not to reveal any information about each
user’s bid. We will use The Exponential Mechanism for this task.

Exponential Mechanism: Given U : X" x P — R, Mg(X) selects and outputs p € P with probabil-
ity proportional to exp(AU(X,p)). In other words,

exp(AU(X, p))
2 gep XP(AU(X, q))
Here A\ = Tzu) where S(U) = MmMaXp MaXx, X’'neighboring datasets |U(Xa P) - U(X/7p)|

Recall the definition of e-differential privacy: M : X — ) is e-differentially private if for all neighboring
databases X, X’ and y € Y, we have

Pr[Mp(X) = p| =

Pr[M(X) =y] < e Pr[M(X') = y].
Theorem 13.2. The Exponential Mechanism Mg for outputting arg max, U (X, p) is e-differentially private.

Proof. Let X, X’ be two neighboring databases and p € P. We want to compare the quantity

exp(AU(X, p))
2 qep XPAU(X, q))

Pr[Mp(X) =p| =

with
exp(AU (X', p))

T e\ (X))

First, we compare the numerators:

exp(AU(X, p))
exp(AU (X', p))

€

= exp(A(U(X.p) = U(X',)) < exp(As(w) = exp ()

where the inequality holds by the definition of s(u). Now for the denominators, by the above inequality, we
have

> exp(\U(X,q)) = > e 2 exp(A\U(X',q)) = e=/* > " exp(AU (X', q)).

qgeEP qeP qgeEP

Combining the two inequalities, we thus know

exp(AU(X,p)) o PAUX, p))
> gep PAU(X,q)) = > cpexp(AU(X',q))

as desired. O

Pr(Mp(X) =] =

= Pr(Mp(X’) = 1)

We have thus proved the privacy guarantee of the Exponential Mechanism. However, the mechanism
would be useless if its output is very far from the true value. In other words, we also want it to satisfy a
good accuracy guarantee. Fortunately, this is indeed the case. Recall we want to compute max, U(X,p) =
OPTy(x). We have the following guarantee.
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Theorem 13.3. (Accuracy of the Exponential Mechanism) Let Mg (X) be the price outputted by the Expo-
nential Mechanism. Then we have,
s(u)

Pr |U(X, Mp(X))] > OPTy(X) = ZZ ([P + ] > 1-¢,

where |P| is the number of prices / categories in consideration.
Here is a quick summary of what we have covered so far:
e We defined the notion of e-differential privacy. As we will see a bit later, this is a form of "Pure DP."

e We talked about the Laplacian Mechanism which provides nice privacy guarantees depending on the
sensitivity s1(f) of the function.

e We also discussed the Exponential Mechanism. This gives us the desired the privacy when we are
maximizing certain functions.

13.2 Approximate Differential Privacy

Recall we say M is e-differentially private if for any two neighboring databases X, X', we have Pr[M(X) =
y] < e Pr[M(X) = y]. This is a nice property to have in many many cases. But this requirement maybe too
restrictive in some cases. For instance, it requires the privacy guarantee to hold in a very strong multiplicative
sense even when the probability of a value, i.e., Pr[M(X) = y| is very small. In many practical applications,
we do not really want to pay too much attention for situations that are extremely unlikely to occur while
sacrificing some accuracy guarantees. One way to resolve this issue is to relax the differential constraint a
bit.

Definition 13.4. ((¢,d)-differentially private) We say a mechanism M : X™ — Y is (e,0)-differentially
private if for any two neighboring databases X, X' and any y € Y, we have

Pr(M(X)=y] <e-Pr[M(X') =y] +4.

Because of this relaxed constraint, this notion of privacy is thus much easier to be satisfied by, for instance,

the following trivial mechanism.
.t
< —
.&J’wm /'(K)

(,,'\Ha P"L §:
. vl-&; 90}!/\1\ 0.
£e o001 . ¢ << wilkpo

(= z‘b-—->

Figure 52: A trivial mechanism that satisfies the (e, §)-privacy constraint. Since we allow us to violate the privacy
with probability at least §, we can just sent f(X) with 6 and 0 otherwise. In practice, we often send € to be say 0.01
and ¢ to be much smaller, say 27'°.

This trivial mechanism certainly have bad accuracy guarantees. But since the approximate / relaxed
notion of privacy is easier to satisfy, does it mean that we have more "wiggle room" to obtain better
accuracy? In other words, suppose for a mechanism M achieves e-DP and a-accuracy for n > N and
another mechanism M’ can achieve (€, d)-DP and a-accuracy with n > N’ samples. How does N compare
to N'?

To address this question, let’s first recall from earlier the guarantees of the Laplacian Mechanism. Given
f: X" — R¥ recall the L; sensitivity S;(f) is defined as S;(f) := maxx x/ Zle |f(X): — f(X');| where
X, X' are neighboring databases. Then we know the Laplacian Mechanism with Lap(Si(f)/€) noise is
e-differentially private. Similar to this notion sensitivity, we will define a related but different notion of
sensitivity as follows.
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Definition 13.5. (Lo-sensitivity) For a function f : X™ — R¥, we define the Ly-sensitivity of f, denoted

Sa(f) as
k

$2(7) = s 1700) = £ = as (31700 - £0002)

where X, X' are neighboring databases.

Example 13.6. Consider the example of computing the mean again. Let X = {x', ..., 2"} such that 2* €
{0,1}¢ and f: ({0,1}4)" — {0,1}9 is the mean f(X) = %Zle x* € RY. In this case, if we let X, X' be two
neighboring databases, then

maxZ|f |fmafo’Zx —a?
XX XX

=1 gj=1

d
Sigl
On the other hand,
5o = s (L 00 500 s (S PR 2 () -

Instead of adding Laplacian noise as in the case of pure DP, we consider the following mechanism in
which we add Gaussian noise.

Gaussian Mechanism: given a function f: X" — R¥,
e Sample (71, ..., Zj) from i.i.d N(0,0?).
e Output f(X) + (Z1,..., Zk).
The Gaussian Mechanism has the following guarantee.

Theorem 13.7. (Guarantees of the Gaussian Mechanism) Let f : X™ — R¥. Then Gaussian Mechanism
with

on (). 540

is (¢,0)-DP

Now let’s say we have a d-dimensional dataset. To achieve Pure DP, Laplacian Mechanism needs noise
~ d/(ne). To achieve approximate DP, Gaussian Mechanism needs noise ~ v/d/(n¢). Hence, if we want to
compute mean to accuracy « in each coordinate, for e-DP, we need

d
n>—,
EX

while for (e, d)-DP, we need
> C dlog(l/é).
130"
In other words, we need fewer data to obtain approximate DP than pure DP.

13.2.1 Properties of Approximate-DP

As with Pure-DP, we also have some nice meta-properties of Approximate-DP.

Lemma 13.8. (Group Privacy of Approzimate-DP) Suppose X, X' are two databases that differ in k rows
and M : X™ = Y is (¢, §)-differentially private, then

Pr[M(X) =y] < ¥ Pr[M(X') = y] + k- ek - 6.
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Compare this with the group privacy for Pure DP: recall for e-DP, we have Pr[M (X) = y] < e** Pr[M(X') =
y]. Another nice property of pure-DP is the composition theorem. Recall if My, ..., M} where M; : X™ — Y7,
My : X" = Vo,...., My : Vi1 — Vi are e-DP, then My o My o ... o My, is ke-DP. Fortunately, the composition
theorem also holds for approximate-DP.

Lemma 13.9. (Composition Theorem for approximate-DP) If My, ..., My are (€,6)-DP, each with the ap-
proximate domain and codomain, then

My oMyo...o My is (ke,kd) — DP.
In fact, one can show a stronger version of the Composition theorem holds for approximate-DP.

Theorem 13.10. (Advanced Composition theorem) If My, M, ..., My, are (e,8)-DP, then their composition
18

( 2% In (%e n ké),a) _DP,

which is roughly (Cey/kIn %,6)—DP. In other words, this is saying we can even have better privacy by com-

posing unless k ~ 1/€2.

13.3 Some Practical Scenarios for DP
13.3.1 Adaptive Data Analysis

Consider the following scenario: we have a database containing information of certain individuals. Although
we do not directly have access to the dataset, we can ask questions (queries) about the dataset and the
dataset would respond with answers.

Dababme

Quasy
<
AW

Figure 53: Adaptive Data Analysis: we can query the database and the database would respond with answers to
our queries.

There are a couple of questions we would like to address here.
1. How accurate are the answers to each query? Denote the accuracy as a.
2. How many questions (queries) are we asking? Denote the number of queries to be k.

In summary, we want to know: if we want all our k questions to have "good" answers (to accuracy «), how
many data points do I need? We say the queries are adaptive if the next question you ask depends on the
answer to the previous questions. For instance, suppose you obtain a sample of 100 people’s data in Los
Angeles. If you first ask how tall the people are, you might get answer like " most people are over 6’5."
Knowing this answer, you then adaptively ask "how many of your play basketball/volleyball?" Then you
would likely get obtain answers that tell you many of them play these sports. If you use this as a basis for
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your conclusion that many many people in LA plays basketball / volleyball, then this could be problematic.
The issue with this is you decided what questions to ask depending on the previous answers. This can lead
to very flawed data analysis.

So we need to be extra careful when our queries are adaptive. This can be seen in the following results:

e If the queries are non-adaptive, then the size of the samples you need is roughly ~ k;izk

e If the queries are adaptive, then the size of the samples you need is = %

Notice that the above issue with adaptive queries occur when each individual report faithfully their answers.
One idea to circumvent this major problem is to use differential privacy. This allows us to not reveal too
much true information while giving a pretty accurate answer. More concretely, an article from Science
showed that if we use (e, d)-differential privacy, then we can support k adaptive queries with sample size
~ Vk

~ —5.
o2

13.3.2 Kaggle / ML Competitions

In a Kaggle / ML Competition, you are given a training dataset. You will train your model on the training
set and submit your model which will then be evaluated using a hidden Evaluation Dataset. Your model’s
performance on the hidden Evaluation Dataset will be released as your score on a public leaderboard.
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Figure 54: Kaggle Competition setup

a

It turns out one can achieve 100% accuracy (top of the leaderboard) without even looking at the training
data. One can do the following: submit a complete bogus model with very bad accuracy. Then based on
the score on the leaderboard, one can change bits of the model and submit again. If one does this many
times, then one can eventually get a very high score and even top of the leaderboard without even looking
at the training data. This certainly is not desired. To fix this, we can use differential privacy. Instead of
releasing the actual score of the submitted model, we can release the score with some "noise." The released
the leaderboard can thus serve as a good reference for the model performance while maintaining some privacy.

13.4 Private Empirical Risk Minimization

Let’s now go back and consider a more abstract and general problem: private empirical risk minimization.
In this scenario, we have labeled dataset. There’s a trusted curator who can interacts with the database.
They train a machine learning model on the datasets and then release the model / the weights.

xl

xwn

Figure 55: Private Empirical Risk Minimization.
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Suppose we have a family of functions hg : X — ) parametrized by 6 as candidate predictors. Recall in
Empirical Risk Minimization, given a loss function [, our goal is to minimize the empirical risk:

n

Lz(0) = %Zl(he(fﬂi), Yi)-

i=1
Ideally, we would want to compute and release
0* = argmin Lz (0).

However, it turns out that if we compute the optimum and release it faithfully the computed minimizer can
raise raise privacy concerns. To address this, one method is to add some noise in the optimization step so that
the learned weights may not necessarily be the exact optimum. This leads us to differentially-private SGD.

Differentially-private SGD
e Pick a starting point 6.
e Fort=1,2,...,T:

— Pick a random index 3.

— 01 = 0 — Ve (l(he(x%),y%)) + Z; where Z; ~ N(0,07) is some Gaussian noise.
There are several different ways to do private ERM. These include:
1. Output perturbation: compute the optimizer § and then output 6 + noise.
2. Input perturbation: perturb the dataset.

3. Objective perturbation: instead of minimizing L(6), we can minimize
L'(0) = L(0) + X\v,0)
where v is a random vector.

Privacy is a broad topic in modern Machine Learning. There are of course other notions of privacy that
we have not discussed here, for instance, Local Differential Privacy, Label Differential Privacy etc. Interested
readers can refer to this link for a more detailed exposition.
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https://www.cis.upenn.edu/~aaroth/Papers/privacybook.pdf

Part V
Distribution Learning

Lecture 14. Bayesian Network

Starting this lecture, we will talk about a new topic namely, Distribution Learning. Suppose there is some

true distribution D* over R?. We observe samples z!, 22, ..., 2" independently drawn from D*. Our goal is

to use the samples to understand something about the underlying distribution D*. Some goals include:
e estimating some statistics about D*
e Clustering / grouping
e Generate new samples from the distribution
e Compression
e "Outlier" detection etc.

In the following lectures, we will discuss miscellaneous topics like Bayesian Networks, Chow-Liu Algorithm
for trees, "Undirected" Markov Random Fields and Diffusion Models (for generating new samples).

14.1 Bayesian Networks

In probability theory, we have this notion of independence. Let’s recall what it is. Let (X,Y’) be a pair of
random variables. We say X, Y are independent , denoted X L Y if the following equivalent conditions hold:

Pr[X =z|Y = y] = Pr[X = z] , or equivalently
Pr[X =2,V =y] =Pr[X =z| - Pr[Y =y].

In many real life problems, after gathering the data, we want to make some deductions / inference about
the underlying distribution. However, we need to be extra careful when it comes to making conclusions as
it’s sometimes easy to arrive at the absurdly wrong ones. See Figure 56| for an example.

'AQML P«Lkr_ Wp\h-lﬁ? ‘k‘M A—j&
2 No 10 AM 1Q
P:_ YES < AN S¢C
P3 NG R M |7
f4 VEC =20 AM so
3 YES P00 AM 0
e e A 2

Figure 56: Just by looking at the column for Heart Problems and the column for Wake-up times, one may be
tempted to arrive at the conclusion that waking up early is bad. However, if we include the age column, combining
with our biology knowledge, we know the misleadingly high correlation between heart problem and waking up early is
due to the elder ages of the individuals. In other words, having a heart problem and waking-up early are independent
if we condition on the age variable.

This example leads us to the notion of conditional independence.
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Definition 14.1. Let X,Y, Z be random variables with a joint distribution. Then we say X,Y are condi-
tionally independent given Z, denoted X L Y|Z if for all x,y, z, we have

PriX=2Y=ylZ=2]=Pr[X =z|Z =z2] - Pr[Y =y|Z = 2]

As we will see later, conditional independence is an important concept that is prevalent in data modeling.
To help us understand this concept, we use a kind of model called graphical models. More specifically,
graphical models are distributions with "constrained" conditional independence relations. Broadly speaking,
there are two kinds of graphical models: directed graphical models (including Bayesian Networks, Causal
Networks) and Undirected graphical models (aka Markov Random Fields).

Example 14.2. Let’s consider the perhaps familiar example of a Markov Chain. The following is an example
of a Markov Chain.

X
Xy % X3 "

Figure 57: Example of a Markov Chain.

For any three variables x;,x;,x such that i < j < k in the above Markov Chain, they satisfy the condi-
tional independence relation: X; L Xi|X;. For instance, the following relations hold: X3 1 X7|Xo, X4 L
Xo| X5, X4 L X1|X5.

Definition 14.3. (Bayesian Networks) Let G be a directed acyclic graph (DAG) G on d vertices. Associated
each vertexr © with a random variable X; that takes value in 3. Then a distribution D on the variables
(X1,...,Xq) is a Bayesian Network (Bayes Net) with graph G if

d
Pr((X1,...,Xq) = (21,...,24)] = HPr[Xi = x;|Parents of i in G],
i=1

where Parents(i) is the set of nodes with edges to node 1.

Figure 58: Example of a directed graph. Here Parents(3) = 0, Parents(1) = {3}, Parents(2) =
{1,4}, Parents(4) = {3}, Parents(5) = {4}.

The Markov Chain in Example is a Bayesian Network since we have
Pr[X = (z1,...,2,)] = Pr[X; = 21 Pr[Xs = 22| X7 = 21| Pr[X3 = 23| X2 = x9]....Pr[X,, = 2,| X1 = p—1].

Bayesian networks can be extremely helpful when analyzing real life situations. For instance, one can model
smoking and related factors via the following Bayesian network.
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Figure 59: Bayesian network involving Smoking and Chest X-Ray anomalies.

Let D be a Bayesian Network with graph G. Suppose we observe n samples z!, 22, ..., 2" € £¢. We would
like to use these samples to deduce

1. The underlying directed dependency graph G and
2. The right conditional distributions.

In order to answer these questions (especially the first one), we want to put some restrictions on the
type of graphs in consideration. For instance, let’s again consider the Markov Chain in Example If we
obtain samples !, ..., 2" from the distribution, then the following graph also can be the correct underlying
graph as it’s more general.

G QOO
/

Figure 60: A much more complicated underlying graph for the same distribution.

Based on this graph, we thus have
Pr(X = (z1,...,2q)] = Pr[X; = 21| Pr[Xs = 29| X1 = 21]... Pr[ Xy = 24| X1 = 21, ..., Xg—1 = Tgq_1]-

This is of course a correct graph. However, it is inefficient, much more complicated than what is necessary
and difficult to model the dependencies between variables, making it hard to obtain any meaningful deduc-
tions and inference from the dataset. As a result, we will make some restrictions / assumptions about the
underlying DAG.

We may assume:

e The in-degrees of each vertex is bounded.

e The graph possesses some structural properties, e.g., contains certain paths, simple tree-like structure
and so on.
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14.2 Tree Learning

Let’s first consider one simple kind of Bayesian Network with its underlying DAG being a tree. Recall from
Graph Theory that a DAG is a tree if the corresponding undirected graph does not contain any cycle. In
this case, the joint distribution can be decomposed quite nicely as illustrated in the following example.

e ©

Figure 61: A Bayesian network with the underlying DAG being a tree.

For this particular Bayesian network, the joint distribution can be written as

PI‘[X = (1’1, ...71'd)] = PI‘[Xl = .’El] PI‘[XQ = .’E2|X1 = (Eﬂ PI‘[Xg = .’Eg‘Xl = xl] PI‘[X4 = (E4|X1 = 1’1]
. PI‘[X{, = 1‘5|X2 = 562] PI‘[XG = JC6|X2 = IQ] PI‘[X7 = I7|X3 = .1‘3} PI‘[XS = .Z‘g‘X4 = 174].

Now we can formulate our tree-learning problem as the following: given as inputs z', 22, ...,2" € ¢ from a
distribution D* that is a Bayesian network with the underlying graph being a tree. Our goal is to learn the
distribution D*. In the case of directed graphs, G is a tree if every node has in-degree < 1.

To be more specific, there are a few objectives we hope to learn from the samples:

e Output the underlying tree G. This corresponds to "Structure Learning."
e Output the right conditional distribution. This corresponds to "Parameter Learning."
e Output D that is "close" to D*.

We saw how we can quantify the distance between parameters in R? in Supervised Learning. However, here
we are learning a distribution. How do we define the distance between two distributions? To this end, we
define the KL-divergence between two distributions.

Definition 14.4. (KL-Divergence) Given two distributions p, q, the KL-Divergence between p and q is defined

KLipllo) = 3 pla) e, 28

where p(a) denotes the probability of a under distribution p and q(a) denotes the probability of a under q.
KL-Divergence satisfies the following properties.
Lemma 14.5. (Properties of KL-Divergence)
o KL(pllp) =0
o KL(pllg) >0
o KL(pllg) =0 p=q.

From the above, we can see KL-Divergence satisfies many properties we would want from a distance
function. For our purpose, we can treat KL-Divergence as the "distance" between two distributions though
KL-Divergence is not rigorously a metric(the formal definition of distance in mathematics) since it does not
satisfy the symmetric property, i.e., K L(p||q) # K L(q||p).
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On the other hand, we can rewrite the definition of KL-divergence as follows:

L(pllq) = Zp 10%2( Z;)
—ZP )llog, p(a) —log, q(a)]

ZZP a) log, p(a Zp a)log, q(a
a

where the first term ) p(a)log, p(a) is the entropy of p and the second term ), p(a)log,q(a) is the
cross-entropy between p and q.

As an example, suppose the domain of both p and ¢ is Z = {0,1}. If p(0) = p(1) = 1/2 and ¢(0) =
1/3,4(1) = 2/3, then we would have K L(p||q) = 3 log,(9/8). Now that we have our notion of distance, we
can rephrase our distribution learning problem as following:

e Input: samples z',...,2" ~ £¢ from a Bayes net D* with the underlying graph being T* which is a
tree.

e Output: we want to output a tree T' and a distribution Dy whose Bayes Net (underlying graph) is T
and satisfies
KL(D*||Dr) <€

For instance, suppose we have a distribution D7« with the following tree T™* as the Bayes net:

O *
CEaO,

v

&->&

Figure 62: An example of a true underlying graph T

we would want to output a Dp such that Dp is within e-distance to the minimizer

arg min min KL(D*||Dr).

14.2.1 Finding the best Dy given T

Let’s first suppose we have a candidate tree structure for the Bayes Net so that we first fix a tree T to work
with. Our goal is to find the best conditional distribution Dr that minimizes K L(D*||Dr). More explicitly,
the problem can be stated as follows:

e Input: samples z!,...,2" ~ %¢ (from D* with a tree T*) and another tree T
e Output: a distribution Dy whose Bayes Net is T that minimizes min K L(D*||Dr).

For instance, if we are given as input the tree 7* from Figure [62] we know the distribution on this graph 7'
must be decomposed as

Pr[X = (z1,29, 23,24, 25)] = Pr[X3 = 23] - Pr[X) = 21| X3 = z3] - Pr[Xy = 24| X5 = 23]
. PI‘[XQ = $2|X4 = :C4] . PI'[X5 = £E5|X2 = ZL’Q].

Simplifying notations, we can write this as

Pr(X = (z1, 72,73, 24,25)] = Pr3(x3) - Pra(@1|z3) - Pra(zalzs) - Pra(va|rs) - Prs(zs|rs).
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To estimate these quantities, one natural idea we can try is to use the estimates from the samples. By the
Bayes rule, for all edge (i,7) in T and a,b € X, we have
PI‘[Xj =bNX,; = CL]

Pr[X; = a

PI‘[Xj = b‘XZ = a] =

We can use the samples to estimate (1) how many times X; = b, X; = a and (2) how many times X; = a and
then use the quotient of these two quantities as our estimate P(X;|X;) for the true conditional distribution
Pr[X;|X;]. Using this, we then output our estimate Dy (z) as

ﬁT(:z:) = H P(JL‘”Z‘,)

e=(i,j)€T
We have the following guarantee.

Theorem 14.6. (estimating Dy given T) The empirical estimate Dy computed as above minimizes K L(D*||Dy)
over all distributions D with Bayes Net T and we can estimate the conditional probabilities to error e with
~ O(1/€%) samples.

Now we know how to output the best distribution given a tree T'. However, this only partly answers our
question as we still do not know what tree we should use as our candidate for the Bayes Net. Now, we are
ready to discuss how we can find a "good" tree using Chow-Liu Algorithm.

14.3 Chow-Liu Algorithm

Let D* be the ground-truth Bayesian network with its true underlying tree being 7. Let T be a fixed
candidate tree and Dr be the best estimate of the distribution on 7' using the samples (from last lecture).
Then, one can do some arithmetic and find that

KL(D*||Dr) = J. — Y I(Xi; X;)
(i,9)€T

where J, is some term that does not depend on the candidate tree T and I(X;; X;) is the mutual information
between X; and X;.

Definition 14.7. (Mutual Information) Let X, Y be two random variables. Then the mutual information
between X and Y, denoted 1(X;Y') is defined as:

I(X;Y) = ZPI‘[X =a,Y =bllog Prl[))r(:[):( a:] a;P);[Y b:] i
a.b

O
©OZZ8 0° -
>——®

Figure 63: Left: the ground-truth underlying tree. Right: candidate tree.

For instance in Figure for the candidate tree (on the right), we have

KL(D*||Dr) = Ju = [I(X1; X2) + I(X1; X3) + I(X3; X5) + 1(X5; Xa)].
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Therefore, to find the best candidate tree T', we would like to find the tree T that

maximizes Z I(X;; X5).
(6,5)eT

Using samples, we can compute / estimate the mutual information between all pairs of variables.

) I(X])XL)

Figure 64: Calculate the mutual information between all pairs of variables using samples.

As a result, we can summarize our approach as the following:
1. Use samples to compute I(X;; X;) for all pairs of variables.

2. Run an algorithm to find the "Maximum Spanning Tree" on the graph where the weight of edge (i, j)
is I(X“ Xj)

It remains to show we can find the "Maximum Spanning Tree" efficiently.
Maximum Spanning Tree:

e Input: a graph G on d vertices with weights w,, , on edges.
e Output: a tree T that maximizes Z(U’U)GT Wy, p-

This can be found efficiently using algorithms for Minimum Spanning Tree by making the edge weights
negative (multiplying all the weights by —1). Combining this with the mutual information estimates, we
obtain the Chow-Liu algorithm for determining the best tree structure.

Chow-Liu Algorithm (1960s)
e Use samples to estimate I(X;; X;) for all pairs with error 6 = €/d.
e Form a weighted graph with the mutual information estimates as the weights.
e Compute the Maximum Spanning Tree T' on the graph.
e Pick a node to be the root.
e Output Dy (recall from last time, this an be estimated using samples) as your approximate distribution.

In short, we thus have an algorithm that finds a D7 such that
KL(D*||Dr) <e

with roughly O(d?/e?) many samples. Notice that up to this point, we have assumed the underlying directed
graph is a tree. This is the simplest case one can think of. One ongoing research area is to find other classes
of interesting Bayesian networks that we can learn efficiently.
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Lecture 15. Undirected Graphical Models

Last time we introduced the notion of a Bayesian network. We discussed how we can find the best tree
structure using Chow-Liu algorithm. Now let’s move on and talk about Undirected Graphical Models, also
known as Markov Random Fields.

15.1 Undirected Graphical Models

Let D be a distribution over d random variables (X7, ..., Xy4). Let G be a dependency graph for D. The pair
(D, G) is n undirected graphical model if it satisfies some conditional independence properties.

Definition 15.1. (Pairwise Markov Property) We say D satisfies Pairwise Markov Property with respect to
G if for all i,j such that {i,j} is not an edge in G, we have

Xi L Xj|Xremaininga
i.e., X; and X; are conditionally independent conditioning on all the other variables.

For instance, suppose the following graph (Figure is a dependency graph for D. If D satisfies Pairwise
Markov Property with respect to G, then the followings (a subset of many more such relations) would hold:

X2 J— X4|X15 X37X55 X67

X1 L X3 X2, X4, X5, Xo.
since (2,4), (1, 3) are not edges in the graph.

Figure 65: Underlying dependency graph G for D.

Definition 15.2. (Local Markov Property) We say D satisfies Local Markov Property with respect to G if
for all i,j such that (i,7) is not an edge in G, we have

Xi 1 leXneighbors of s
i.e., Xy and X; are conditionally independent when conditioned on the neighbors of X; or X;.

For example, we again consider the dependency graph in Figure If D satisfies Local Markov Property
with respect to GG, then we would have, for instance:

X; L X35 Xs, Xg
XZ 1 X4|X17X65X3
Xo L X4 X, X5

Definition 15.3. (Global Markov Property) We say D satisfies Global Markov Property with respect to G if
for all i, j such that (i,7) is not an edge in G, we have

Xi 1 Xj‘Xany separating set-
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Again consider the same example. If it satisfies the Global Markov Property, then we would have:
Xl 1L X4 ‘X3, X6

since {3,6} is a separating set for {1,4}, i.e., every path from 1 to 4 has to go through either 3 or 6.

Figure 66: {3, 6} is a separating set for 1 and 4.

Example 15.4. Consider the following graph G that is a single path.

O—@—Ga-0-O - - -
Figure 67: An undirected path

o If D with respect to G satisfies Pairwise Markov Property, then we would have, for instance,

X1 L X000/ X2, X3, ..., Xog9

o If D with respect to G satisfies Local Markov Property, then we would have,

X1 L X000/ X2, X1 L Xi1000]| X999

o [f D with respect to G satisfies Global Markov Property, then we would have,

X1 L X000 X7, X1 L Xi000| X19-

Remark: The difference between these definitions can be quite subtle at times. Fortunately, for most
"reasonable" settings, all three properties are equivalent!

Now that we have discussed various conditional independence notions for undirected graphical models,
we are ready to formulate the learning problem as follows.

Structure Learning:

2 d

e Input: 2!, 22, ..., 2" from D* on o<.

e Output: A dependency graph for D* with the "fewest edges."

The reason we want the "fewest" edges is that we can always learn a dependency graph for D* the is the
complete graph Ky, i.e., the graph in which every vertex is connected to all the other vertices.

From now on, we will make the following assumptions on the underlying graph: each vertex in the
underlying graph has at most k£ edges. Think of k as very small compared to d. For instance, we may have
d = 105 variables but each vertex only has degree k = 10.
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15.2 Boltzmann Machines / Ising Models

We will first consider a special undirected graphical model that plays an important role in Statistical Me-
chanics, namely, Boltzmann Machines which are also known as Ising Models and "Hopfield Networks." Let
D* be the joint distribution of d variables (X1, ..., X4) such that X; € {—1,1} for each i € [d]. D* is called
an Ising model or a Boltzmann Machine if it D* satisfies

Pr[X = (z1,...,24)] X exp ( Z Wi T + Z aixi>

{ij}eqd i

for a graph G. In this case, one can check that G is a dependency graph for D*.

Figure 68: Dependency graph of an Ising model on 5 variables with edge weights. Since this is the dependency
graph, we would have X; L X4|Xs, X5.

Now we can formalize our structure learning problem as follows:

2

e Input: samples z!, 22, ..., 2" ~ {1, —1}¢ from some Ising Model where the graph G has degree < k.

e Output: learn the dependency graph G.

In 2010, Guy Bresler gave a (n-d?)-time algorithm for learning G which requires n >> 22" -log d samples.
In 2017, Adam Klivans and Raghu Meka gave an O(nd?)-runtime algorithm to learn G' with n ~ 29 log d.
This is close to the best possible since [SW07| has a lower bound saying that one needs at least 2*logd
many samples. Perhaps surprisingly, the algorithm is relatively straightforward and uses the Multiplicative
Weights Method (MWM) that we discussed earlier in this class.

As stated as the way it is, we have in our hand an "unsupervised learning" problem in that we are not
really predicting any label but rather "uncovering" the underlying structure of the distribution. To solve
this problem, one thing we can try is to convert this "unsupervised learning" problem into a "supervised
learning" problem, use the samples to solve this supervised learning problem and then use the information
we learned to deduce the structure of the underlying graph.

More concretely, we will use the idea of an "auto-regressive model." Specifically, we will treat some
coordinate as the "label" and we will use the other coordinates to predict this "label." Suppose we start
with a dataset containing n samples. See the figure below.

]x\,lx‘,_l . - . ’X:sl
el .- [X5]
V\So:wflls
[IEA B
Ix"‘,lxﬂ « - 4 )X:I

Figure 69: A dataset containing n samples z',..., 2™ € {£1}%.
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We can "treat" the first coordinate as the "label" and try to use the other coordinates to predict this
"label." In some Deep Learning literature, this step is called "masking." Having done so, we can thus set up
a Supervised Learning problem.

\\mk&rﬁk
e
7

=], Y- o)
(_] =

IS'u-fwiW(
[x5] ) ?"Lz XL.) Leguw ?j"
(o 3

3
=] . V=%

I-I - = o - )
(i X ]X“ I ! Y = \
lhlS label.

Figure 70: Treat the first coordinate as labels (denote them as the y’s). Use the other d — 1 coordinates to predict

labels.

Similarly, we can set up more such supervised learning problems by treating the other coordinates as the
- \
(e A
2
(]x’.’i =), A
2
(G EA R

(G

&)
| x3| , X ")
Figure 71: Set up a second Supervised Learning problem by treating the second coordinate as labels. We can
analogously use the 3rd, 4th,....dth coordinate as labels.

This technique of converting "unsupervised learning" problems to "supervised learning" problems is
widely used in modern Machine Learning. Common models / architectures such as the Transformer archi-
tecture, BERT, GPT, etc are all trained on a similar principle).

major problems remaining;:

Now that we know we can in some sense convert unsupervised to supervised learning, there are still two
e What is a good parametric hypothesis class?

e What loss function should we use?

89



To address these questions, let’s first unpack the Ising model a little bit. Suppose z!,...,z" € {1, —1}9.
Let’s begin by treating the last coordinate as the label. For x = (z1,...,24) € {1,—1}%, denote y = 24 and
x_q = (x1,...,24—1). For simplicity, let’s consider the Ising Model of the form

Pr(X = (z1,...,24)] x exp (Zwijxixj),
4,J
i.e., setting the «;’s in the original definition to be 0. More specifically,

exp (Z” wijxix])
A

Pr(X = (21,...,24)] =

where Z = Zae{l,fl}d exp (Zi,j wijaiaj) is the "normalizing constant." Z is notoriously hard compute in

general, but fortunately, we do not need to worry about this for our purpose we will see they are canceled
out. Now by Bayes rule, we have

PI‘[Xd = 1,X_d = I_d]
PI‘[X,d = LU,d]
- PI'[X,d = ‘dede = ].}
PI‘[X_d =x_q,Xqg= 1] + PI‘[X_d =x_gq,Xq= —1] '

PI'[Xd = 1|X—d = ,Ij_d] =

The normalization constant Z is thus canceled out as they appear in both the numerator and the denominator!
Now we can expand out the terms and obtain

exp (Zi;‘il Wiy + Y5 Wit 1)
exp (Zf;l Wi LTy + Zf;f WidT; * 1) + exp (Zf;il Wi Ty + Zf’:—ll WidT; * (—1))
exp (ngil wz‘jxi%‘) - exp (Z?;ll Wid®; - 1)
exp (Zij_il wij:cixj) - exp (Z?;ll WidTi - 1) + exp (Zi;il wijxixj) - exp (sz:_ll WigT; - (71))
exp (Zf:_f widxi)

exp (Zf;ll widxi> + exp ( - Z?;ll wid:ri)
_ 1
B d—1 :

1+exp ( -2> widm,)

PI'[Xd = 1‘X—d = Jj_d] =

Consider the function o : R — R defined as o(z) = Then the calculations above tell us

_1
1+e—="

U

-1
PI’[Xd = 1|X,d = x,d] = O‘( (Qwid) . m,)
1

.
Il

]
—
//o\

Figure 72: Plot of o(z). This function is also known as the sigmoid function.
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If we further let w* € R%! be such that w; = 2w;q, then we have the following:
PI‘[Xd = 1|X_d = :IZ_d] = 0(<w*,xid>).

Thus, it is natural for us to consider the parameter family: o({(u,z_4)). From now on, we will for simplicity
write x_ instead of x_;. We can then formulate the supervised learning problem as:

e Input: (z',9'),..., (2", y") where for each i = 1,2,...,n we have y* = 2! | satisfying the condition:
PrY|X ] = of(u*,2))
for some w* € R4™1,

e Output: Find a predictor u such that
E [(o((u,2-)) — o((w',2))] < e

This problem is equivalent to
L 1+y 2
minimize E [((T) - a((u,nL)) }

and the corresponding empirical risk minimization problem:

minimize L(n) = %Z [(Hiy) - a((u,x_)r

2
i=1

In KKS10, the authors showed that we can solve the problem (achieving € error) with n ~ O(d/€?) samples
with a runtime of O(dn). Klivans and Meka showed we can do better this when the true underlying w* is
sparse (many coordinates are 0).

15.3 Sparsitron

In particular, Klivans and Meka proved the following theorem.

Theorem 15.5. (KM17 k-sparse) If w* is k-sparse (at most k coordinates of w* are non-zero), then there
is an algorithm that obtains error < ¢ with n = O(k*logd/e*) samples and linear runtime.

We now illustrate the algorithm. Recall we showed Pr[Xy; = 1|X_4] = o({w*,z_4)). We will start by
making the following simplifying assumptions (though later we will see these assumptions are in fact, very
generous):

1. All weights are non-negative, i.e., w > 0 for all s.

2. All weights add up to 1.
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Figure 73: Simplifying assumption 2.

The Sparsitron algorithm is as follows:
Sparsitron

e Start by setting w? = d—il for each 1.
e Fort=1,...n:

1. Obtain a sample of the form (zf, 25, ...,z y" = z).
H1+7-b)
fA=n-r)

Here 7,b are some numbers that depend on o((w!~1,zt)). The algorithm works regardless of the sparsity
of w* but it does give us a bigger advantage when w* is sparse. The algorithm will zero-in on the true
neighbors of vertex i very fast, using only ¢ = O(log d) samples.

Notice this is extremely similar to the Multiplicative Weights Method we studied earlier, especially when
we make the two simplifying assumptions above. In fact, we can show the convergence of this method using
the MWM regret bounds.

Now that we have recover the weights with < e error, we are ready to recover the structure. It turns out
(not too difficult to show) that if we have small squared loss, then we can actually recover the dependency
graph!

There are various notions of sparsity one can consider. In some cases, k-sparse is to strong a condition
to assume. Fortunately, Sparsitron works for weaker notions of sparsity (say Li-sparsity) as well.

2. If ¢ =y, then set w! = wy;

— ot
7 K2
3. If ot # yt, then set w! = w!~

Theorem 15.6. (KM17 Ly-sparse) If w* has |[w*||1 < A, then there is an algorithm that gets error < e with
n = 0(N\logd/e*) samples and with linear runtime.

We mentioned the simplifying assumptions we made are quite forgiving. Here is why. To deal with the
first assumption (non-negativity), given an edge (i,d) with a possibly negative weight w;q, one thing we
can do is to create two copies of the vertex i¢. Denote these two copies as i_,i4 such that ¢_ intuitively
corresponds to the situation in which w;q < 0 and i4 corresponds to the situation in which w;q > 0. Then
we can assume w;_g and w;, ¢ are both non-negative. In the end, we determine the magnitude and the sign
of w;q using w;_q — w;, 4. See the following Figure for an illustration.
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Figure 74: Create an additional —x; vertex to deal with the potentially negative weight.

The second assumption (true weights sum to 1) is again easy to handle. We can just rescale the weights
to make the new sum equal 1.

In summary, given samples from a Restricted Boltzmann Machine (RBM) / Ising Model of degree < k, we
can learn it in time O(nd?) where n = 20(F) Jog d (first do Sparsitron, then recover the underlying structure
using the learned weights).

15.4 Generalized Linear Model

In the discussions above, we talked about a function of the form y = ¢((w*, z)). Functions of this form are
called Generalized Linear Models and are very common in learning theory and related areas.

Ky X XL

Figure 75: Generalized Linear Model (GLM). One can think of GLM as a way to process the inner product
(similarity) between two vectors before outputting.

Example 15.7. o If we take ¢(z) = z, then the GLM corresponds to Least Squares Regression.
o If we take ¢(z) = o(2), then we obtain the problem we just discussed.
o If we set ¢(z) = ReLU(z), then it corresponds to the problem of learning a single ReLU node.
o If we set ¢(z) = 22, then this corresponds to "Phase Reconstruction. "

All of the models in the example above are single-index models in that we are only taking one inner
product as the argument. We make this more general and consider multi-index models (MIMs) which can
take in multiple inner products as arguments. It has the form:

Y= \II(<wT7x>’ <w§,x>, ) <wf,a:>)
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Lecture 16. Diffusion Model

In this lecture, we are going to talk about Diffusion Model and more specifically, Denoising Diffusion Prob-
abilistic Modeling (DDPM). Modern machine learning / AI development has lead to progresses in a wide
variety of tasks. Among those tasks is the task of image generation. When given a prompt, Al models
can generate an image based on the description. Many of the image generation models including DALL-E,
IMAGEN, VEO, SORA and many others are all diffusion-based models. More recently, teams from Google
also showed you can use text-diffusion models in Large-language Models (LLMs).

More formally speaking, this task of generating new images is what we called sampling. Concretely,
suppose we have a target distribution ¢* t. We are given as input samples x1, za, ..., z, ~ ¢*. Our goal is to
sample from distribution ¢*, i.e., generate new samples from the target distribution.

A Brief History of Sampling: Sampling has been an important problem people study in Computer
Science. As briefly explained above, the question can be framed as the following: if I give you "some"
limited access to ¢*, can you generate new samples from ¢*7 Some known sampling techniques include the
Metropolis-Hastings Algorithm, Rejection Sampling, Glauber Dynamics, etc. However, despite the existence
of certain algorithms that can work on some of the practical tasks, sampling is in fact, computationally hard
in general. For instance, even for the simple model like the Ising model we discussed last time, sampling is
still hard.

Although we cannot hope to achieve our goal efficiently in general, there are certain cases / distributions
that we can efficiently sample, especially with the help of models like Deep Neural Networks!

16.1 Langevin Dynamics

Before we dive directly into the algorithm, let’s unpack some intuitions first. Suppose ¢* is the target
distribution and it looks like the following.

Figure 76: Distribution of ¢* where z* = argmax, ¢*(z)

Hence, if 21, 2 satisfy |21 — 2*| < |za — 2*|, then intuitively we should output ; more "often" than we
output xo (this saying is of course not rigorous as they both have measure 0). We can use this idea to guide
our search for the point to output. Specifically, starting at an arbitrary point zy, we would like to move
closer to the region with high densities. Recalling our discussion in the first part of the class, we can achieve
this via gradient ascent. This leads to Idea 1.

Idea 1: Start with an arbitrary point o and use gradient ascent (move in the direction of Vg*(x)).
However, our target distribution may not look as nice as the one shown in the above Figure. In partic-
ular, it might have many local maxima. To prevent the Gradient Ascent Algorithm from being "stuck" on
one of the local maxima, one thing we can do is to add some small noise in each iteration.

Idea 2: Spread away from the local maxima by adding some noise. For instance, we can do the follow-

ing update:
o =2t + 9, Vgt (@) + ove
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where ¢, ~ N(0, ;) is some small independent noise.

So far it seems we are simply doing variants of gradient ascent and nothing seems special about the fact
we are dealing with probability density functions. This is almost correct except for one additional thing
that we need to address. Note that since we are dealing with probabilities, ¢*(z) can have very different
magnitudes. For instance, we may have z1, x5 such that ¢*(x1) = 0.001, ¢*(x2) = 0.002 and z3, z4 such that
q(z3) = 0.1,¢(z4) = 0.101. To bring those numbers to a similar scale, we adapt the algorithm by taking the
gradient of the logarithm.

Let ¢* be the target probability density on R?. Since ¢* is non-negative, we can write ¢*(z) = e~V (®)
for U*(z) = —log ¢*(z). To this end, we define the score function of ¢*(x) as

s*(x) = Viog ¢*(x) = =VU*(x).
Idea 3: Use Vlogg¢*(z!) in gradient ascent.

Combining these ideas gives us the Langevin Dynamics update:

' =gt 49, Viog q*(2") + /20

for some chosen step-size n; and noise level §;. Here ¢; ~ AN(0,I). What’s nice about Langevin Dynam-
ics is that it is actually the discretized version of a Stochastic Differential Equation (SDE) known as the
Euler-Maruyama SDE (not required to know this):

dY; = Vlog ¢*(Y;)dt + v2dB,

where B; is the standard Brownian motion (one can view Brownian motion as a continuous version of
Gaussian distribution). Since Langevin Dynamics is a "close relative" to the above SDE, we can analyze the
corresponding SDE to deduce the convergence of Langevin Dynamics. In particular, one can show that under
"nice" conditions on ¢*, Langevin Dynamics actually converges to ¢*. Similar to our discussion of gradient
descent, Lipschitzness and convexity are nice conditions to work with. Instead of imposing these conditions
on ¢*, we need these conditions on the score function since our the gradient we use in each iteration is
Vlog g*(z). We know the Langevin Dynamics converges to the target distribution ¢* if the followings holds:

e Lipschitzness: ||U*(x1) — U*(22)|| < L - ||z1 — x2]|2 for some L > 0.

e "Strong convexity": U* is convex.
Example 16.1. (simple calculations) For a standard Gaussian distribution N(0,13) over R?, the density
q*(z) is given by

. _l=1?
¢ () oce 2

where the symbol o< means "proportional to" so that we can hide the constants that do not depend on x.
Using this, it is easy to see that ,
. ]
Ut @) = 1

Langevin Dynamics has been around for quite some time. It works really well if our functions satisfy
these nice conditions. However, there are issues with the Langevin Dynamics if we want to deploy it in
practice.

Problem 1: Lipschitzness is too strong in practice. In many practical situations, our distribution have
certain hard constraints. For instance, it might be the case that the target distribution ¢* is supported only
one a low-dimensional manifold of the entire space, deeming it difficult to even talk about "Lipschitzness"
since the any point z in the zero-probability region has U*(z) unbounded.

+ (some constant).
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Figure 77: Distribution ¢* is supported on a low-dimensional manifold instead of the entire space.

Problem 2: Another problem one may encounter in practice is that the target distribution may be multi-
modal. Consider the following distribution that is a mixture of two Gaussians.

- J - Z .

Figure 78: Distribution of a mixture of two one-dimensional Gaussians

This distribution has density

P 1 (z—(=1)*\ , 1 (z—1)
qOCQQXp( 2 >+26Xp( 2 )
If we run our Langevin Dynamics on this distribution, then we will run into troubles. For instance, if we
initiate the algorithm with some zy that is to the right of the mode to the right. Then once we run the
algorithm, we will end up in the right mode pretty fast. However, it will take a large amount of time for the
algorithm to return any point in the range of the mode to the left. This implies we only can have samples
from one subpart of the distribution.

To address these problems, one thing we can do is the following: starting with the target distribution, we
gradually add noise to it to "smoothen" the distribution. This will solve both of the problems mentioned as
it will both extend the support of the distribution to the entire space and "mix" the two modes gradually.
See the figure below.

Fixz
—

-1
=

Figure 79: Blue indicates the target distribution. We gradually add noise to it to "mix" the two modes until we
obtain Green, which is the standard normal distribution.

In order to make this fix work, we need some way of learning the "added noise." In other words, we need
some way of remembering the path from "Blue" to "Green." Incorporating these ideas together, we have the
so-called diffusion model.

We will be relying heavily on the score function defined earlier. One reason is that to use it, we do not
need to worry about the "normalization" constant. More specifically, we know ¢*(z) = e~V (*) /Z where Z
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is a normalization constant that is notoriously hard to compute. The score function s*(z) is thus given by
s*(x) = Vlogq¢*(z) = —VU*(x)

which allows us to proceed without computing / estimating Z.

16.2 Diffusion model

Diffusion model was proposed in the 2020s (very recently). It has been used in most state-of-the-art generative
models. Recall we said one of the fixes we suggested to the Langevin Dynamics is to add noise and "smoothen"
the distribution.

F'\x-.
—

- )

Figure 80: Forward process: adding noise to smoothen the distribution.

This step is called the Forward Process in a diffusion model. More concretely, we start with a point
xo ~ ¢*. Then for each iteration, we update the point as:

xt—i—l :\/1*0252$t+0t'9t

where g; ~ N (0, I) is some Gaussian noise. o; > 0 is some parameter we can choose. By the properties of
independent Gaussian distributions, we can rewrite the (¢ + 1)-st iteration as

Tig1 = exp(—t) - zo + /1 — exp(—2t) - 2. (26)

Notice that as ¢ becomes larger, exp(—t) — 0 and thus z;11 — 2. In other words, if we run the Forward
Process long enough, we will eventually obtain only the standard Gaussian noise:

X0—>X1—>X2—>...—)XT

where X1 ~ N(0, I;). Hence, via the forward process, we can gradually add noise to the initial distribution,
obtain a smoother distribution at each step till we eventually reach the standard Gaussian. Recall our goal
is to obtain new samples from the target distribution ¢*. Now that we have a path from ¢* to N(0, Iy),
can we "reverse" the path so that we can obtain new samples from ¢* by starting with an arbitrary point
sampled from N(0,1;)? The answer is yes. This step is called the Reverse Process. We use < to indicate
variables in the reverse process. For instance, ¥o denote the initial point of the reverse process. Then the
reverse process looks like the following:

Xre e XoeX <X

where Yg ~ N(0,I4) is the standard Gaussian. Then ideally, we would have E« ~ q*.

Notice that the reverse step looks a lot like a Langevin Dynamics! Here we are also evolving a point from
a standard gaussian over time to obtain a sample from ¢*. However, instead of using the score function of
¢* in the process, we can instead use the distribution of the intermediate variables as a "guide" to avoid the
problems with the original Langevin Dynamics that we mentioned earlier.

Let ¢f be the distribution X, i.e., the tth variable in the forward process. Then the reverse process

generates new samples as the following:

Xon = X0+ Vlog 6 (57) + ey

27
= yt + EV log q}_t(ﬁ) + &rer 27
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Here ﬁt’s and &;’s are parameters for the reverse process. E* denotes the distribution of Yt Notice if we
align the forward and reverse process, we can see that the tth step of the reverse process corresponds to
the (T — t)th step of the forward process. Therefore, ¢;_, is the "desired" distribution of Yt if the reverse
process actually does what we desire (reversing the forward process)! Indeed, we have the following theorem.

Theorem 16.2. (Informal) If T is big enough and the score functions are Lipschitz, then
YT ~q".

More specifically, for an estimation error of €, we need roughly T =~ 1/¢€>.

In short, we have that &* (the pdf of Z) is the pdf of X7r_;. Now we have a "reverse process" that
can ideally generate new samples from ¢* provided we know Vlogg; at each time t. However, we do not
really have access this so we need to estimate these using the time-progressing samples generated via the
forward process. Recall that at each time ¢ of the forward process, we have X; = \/1 — 02 - X; + 01g; where
gt ~ N(O’ Id)'

Lemma 16.3. (Tweedie’s formula) Let X be some random variable and X =VI-02X + og where g ~
N(0,14). Then we have

1 ~ o2

- X
E[X|X]| = X + Vo ~(7)
[ ‘ ] m 1 — o2 &4 /1 — o2
where § is the probability density function of X
Letting a = \/11_7 and b= %, then the above is saying

E[X\)N(]:a~)~(+b-§(\/%).

(28)
Rearranging, we have
X 1 . o1 L
SQF?§):gﬁmmxywxpﬁwa—amxn

Recall that X =1 —02-X 40 -g and a = 1/v/1 — 2. This suggests X — aX = ﬁg. Thus,

(i) G i)

1—o02 b V1— o2 g
where g ~ N(0, I) is some standard Gaussian noise. Therefore, to compute the score function S at a point,
we need to "denoise." In other words, given & which is a random variable with added noise, we want to know

what is the expected value of x — aZ (since Z, this is asking how can we predict ). To this end, we set up
the following optimization problem:

minE ||z — (%)) (29)

where z, ¥ are such that £ = /1 — o2x + ¢ - g. On one hand, we have the following lemma.

Lemma 16.4. Let (Y, Z) be two real-valued random variables. Then

E[Z|Y] = min E[Z— YQ}
[ | ] all possible functions ¥ of y H w( )H

As a result, the optimal solution to is always E[X|X] which is hard to compute. Hence, we can
instead ask what is best estimator 1 for 1 that is in some function family. In other words, we can relax the
above optimization problem to the following:

min E{Z— YQ}
7 from some function class || ’(/}( )”

Once we have a 1 that solves this relaxed version of optimization problem, we can then approximate the
score function via equation as:

s(\/%) = ai + (7).
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16.3 The Learning Problem

Recall that in order to run the reverse process to generate new samples, we need to good estimate of the
score functions §;’s. To do this, we first generate noisy samples at different noise level (time) via the forward

process.

LN Lo +L ' 5(“
Ko > X ] S I X 2 Y XT_‘«ﬂ T
v N
n “ A n X
Xo D X 1 - Xo 2 XJ M x’l'-\ T

< <
§'\ N S s §°
(]
Figure 81: For each of the n samples zJ, ..., 2§ drawn from the target distribution, evolve each of them from t = 1
tot="T.

We need to compute the score functions §07 E, ... For each ¢, by our discussion in the last section, we
can compute Sy by setting up the following supervised learning problem:
given as input (z%_, j,2%_,), (x3_, 1, 2%_,), ..., (x5%_,_1,2%_,), we want to solve

n
. 1
min — E
i=1

. . 2

T 7
T, — Py H .
1¢:a neural network with a specific architecture 1y T—t—t ( T t)

Let 1; be the solution to the above minimization problem. We can then estimate the score function as

b z
St<7) = aZ + Y (T).
T3 (Z)
We can now summarize the diffusion model for generating new samples as the following.
1. Give a database of samples xy, 3, ..., 7%, generate noisy versions

1,1 1
2o, LYy ees T

2 2 2
1’0, Tyy.eey Tp

n n n
xo,xl 3 ...,IT.

2. Set up T supervised learning problems as above to get approximate score functions

D Dol el e
S7-1, ..., 52,51, So.

3. To generate new samples, for t =1,..., T, set
P —
t+1 = b +at5t(Yt) + bt - g¢

where g; ~ N(0, Iy).
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The above steps allows us to generate new samples from ¢*. In practice, for efficiency and clarity, we
make two simplifying assumptions.

First simplifying assumption: instead of setting up 7" different supervised learning problems and train
T different neural networks, we can solve one "large" problem:

min —

n
1
¢ over all networks of a certain architecture T - 1

) ) 2
H"LﬁTftfl - ¢(szft§t)H .
1

=11

Second simplifying assumption: instead of using variables at different time as the input variables, for
each time t we can regress between

(gc(l)7 x%), oy (20, 27)
instead. Notice we can do this since the iterative steps in the forward process suggests X; = a; X + b:g for
some ay, by.

With these two simplifying assumptions being made, we can now generate data using the forward process
and solve the following problem instead:

oh— (i) (30)

T n
. 1
min — E E
¢ over all networks of a certain architecture T -

i=1 i=1

To generate new samples, we run the reverse process:

T &
t+1 = E + atSt(Yt) +bs - gs.
Even with these simplifying assumptions made, we can still obtain very nice convergence guarantees.

Theorem 16.5. (CCL+ 23) If the following conditions hold: (1) the score function of ¢* is Lipschitz and
(2) the error we get in (@) is small, then we can get good convergence in KL-divergence.
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Lecture 17. Transformers

17.1 Introduction

It is a beautiful, efficient and also in some sense, a "ridiculous" idea to model human languages. Back in
1950, Shannon was interested in figuring out the entropy of human language. Let V' be the set of words in a
vocabulary. Then for a sentence consisting 10 words, we have at most |V |*? possibilities in total. Of course,
most of the sentences formed this way are nonsense. As an experiment to "measure" the entropy, he asked
people to guess the next word based on the first couple of words. If human language has low entropy, then
one should be able to deduce the next word based on this partial information.

This led to the most naive way of language generation, i.e, next-word / token prediction. For instance,
if one is given the sentence: this is a wide BLANK. Can one predict the missing word? This task is also
sometimes called "sequence completion." The similar idea can be used in translation and the corresponding
task is "sequence-to-sequence translation." More formally speaking, we can consider an n-gram model in
which we predict the next word using the previous n words. In other words, we use some function ¥ to
predict the next word as

Next word / token = 1 (previous n words/tokens).

To formally model languages and predict using machine learning models we need to do Word Embeddings,

i.e., we want some methods that treat tokens / words as vectors over R? while maintaining some properties
between the words. For instance, if we consider the pair of words (men, women), then the pairs (king, queen)
and (prince, princess) should roughly follow the same relationship. Thus, the "distance" within these pairs
should be similar in a word embedding. See the Figure below.

Q: Wobs —, Ve

Mo

/ R

Figure 82: A Word Embedding that preserves certain properties / relationships of words.

In order to have a good language model, ideally we would want to somehow capture and preserve "all"
of these relationships when we embed words in R?. This embedding step is an essential first step. Shortly,
we will see how instead of words, we can embed tokens more generally.

17.2 Language Modeling

Suppose we have a finite set of "vocabulary" V' = {1st token, 2nd token, ..., N, th token}. We are interested
in the language formed using this vocabulary set, i.e., elements over V*. For instance, our vocabulary set
may look like

V = {a-z, A-Z, 0-9, punctuation symbols, common prefixes/suffixes/words}.

Example 17.1. Consider the sentence
This is a cat.

Suppose "this" and "is are words included as common words in the vocabulary. Then we can encode this
sentence, for example, as
(17] [25] [10] [25] [1] [25] [3][1][11] € V'™,
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where [25] is the number corresponding to the "space character” in the vocabulary. [17] corresponds to "this.”
[10] corresponds to "is" [1] corresponds to the letter [a] while [3] [11] corresponds to the letters "c" and "t"
respectively.

As a result, natural languages over vocabulary V can be formulated mathematically as a distribution
over V*. To model natural languages, the simplest method we can use is sequence modeling: given as data
o, Z1,... € V* from some distribution p, we want to sample from the same distribution. Let x € V*. Then
applying Bayes Rule repeatedly, we can write

Pr(z[0), 2[1], ..., z[T — 1]) = Pr(z[0]) - Pr(z[1]|z[0])... Pr(z[T — 1]|z[0]...z[T — 1)

This corresponds to the "next token prediction" problem. Hence, to estimate p, it suffices to use the input
data to estimate each conditional distribution on the RHS of the equation.

A close relative of the sequence model above is sequence-to-sequence modeling. In this case, we are given
dataset in pairs (z1;21), (22;%2), ..., (2n; Tn). The best real-life analogy / application of this is the task of
language translation. One can view the z;’s as sentences in one language and the z;’s as translated sentences
in a different language. One can view the x’s and the z’s coming from the same large vocabulary that is the
union of the two vocabularies. In this case, again via the Bayes rule, we can model the distribution as

Pr[X|Z] = Pr {X[O]’Z} -Pr {X[l]’X[O], Z} ..Pr [X[T - 1]‘X[O}, W X[T -2, Z]

From the above, we see how we can break down the problem into estimating distributions given the tokens.
To formally model the problem, we still need a way to represent tokens as vectors in R%.

Token Embeddings: For a natural language, there are in fact many different tokenizations one can pick
depending on the specific language and the task in hand. Now for each tokenization, we want to map each
token to a vector. This is called token embeddings. To do this, we will need a big matrix W, € R *Nv,

i.e., the embedding matrix. This matrix tells us for each token in a given tokenization, what vector in R? it
corresponds to.

de

Figure 83: Example of a token embedding matrix. d. is the dimension of embeddings. NV, is the number of elements
in the vocabulary.
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Figure 84: From a sentence, we first abstract it as positions in the vocabulary. We then map each position to
the corresponding vector in the embedding matrix. The sentence "this is a cat" becomes vectors W.[:,17], We[:
,25], .., Wel:, 11].

Position Embeddings: notice that token embeddings only tell us what the components of a sentence are.
It does not tell us how these components are put together at all. So we also need information about the
position of the tokens. This step is called position embeddings. A position embedding matrix is of the form
Wp € Rdexlcontext—length] Now that we have both position embeddings and token embedding, this allows to
regard, say the first token z[0] of a sentence z as a d. dimensional vectors We[:, z[0]] + W, [, 0]. By doing this,
instead of considering an input = as a sentence, we can view it as a sequence of vectors xg, 1, ..., Tp_1 € R,

17.3 Attention

Now given the embeddings, we want to know what how we can use it to extract information and generate new
words / sentences. Before we delve into how to accomplish this, there are some subtle language phenomena
that we need to be award of and address.

Example 17.2. Consider the following sentence: the cow did not cross the street because it was too
/BLANK].

How should we or the model fill in the blank? Depending on the context, the word "it" may refer to
different parts of the sentence. It may refer to "the street” or it may also refer to "the cow.” So the two
completions in the figure below both make sense.

The Q’w&a{icl el Crow N 6}’?@1’
loe_(pmxg Wes oo bired .

ﬂne_ ow c’uc} V‘O'l' Gows n"‘ &]’hul_'
be e l’t__ﬂ o foo  Ratiow,

Figure 85: Two sentence completions that both make sense.

Hence, to figure out which completion to use, we cannot just focus locally on a single word or a single
sentence. We need to consider the entire paragraph / article. In other words, we need a more global
perspective when finding the connection between individual tokens and the entire context. To achieve this,
we use attention.

Recall that we start with a token + position embedding of a sentence in which each token is discrete
/ separated and these vectors only encode local information of the sentence. Now, we apply an attention
block, which is some matrix we use to aggregate the token / position information of different tokens. Given
these aggregated / combined information, we then apply a Neural Network to each vector to "model" the
sentence. These two steps combined together is called one layer. We can add layers on top of each other as
a better model. See the Figure below for an illustration.
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Figure 86: Illustration of an attention layer.

At the end of the day, you obtain some new set of vectors (the vectors at the top in the figure above).
Now we need to "convert" this set of vectors to actual sentences. We do this via an "unembedding matrix."

Unembedding matrix: given a vector v € R%, you want to give a probability distribution over V.
The main idea is to use softmax. Let W, € R%*Nv be the "unembedding matrix." In practice W, and W,
are separately trained so they are different in general.

‘“& w.

Figure 87: An unembedding matrix W,.

N

Once we have such a matrix, we then output the ith token in the vocabulary with probability
Prloutput i] < exp((v, W,[:,4])).

Here the dot product tells us how aligned the tokens are to each other as vectors. Hence, implicitly in the

embedding / unembedding step is the assumption that words with similar meanings should be more aligned
with each other.

Now let’s rewrite the model in terms of the parameters more formally. There will be three types of
matrices of parameters we will be considering:

e "Query matrix" @
e "Key matrix" K
e "Value matrix" V.

We now describe the attention layer in terms of these matrices which we will specify shortly.
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Figure 88: In one attention layer, we first apply a linear transformation to each embedding. We then aggregate the
information across different vectors.

Attention layer:
e Fort=0,1,....,T — 1:
— Compute v, =V - z[t].
e Fort=0,...T —1:

— Replace
T—1

Vg — Z oy v + by
1=0

— oy, is the "similarity score" to be defined below.
Defining «;4: Fixat € {0,1,...,7 — 1}:
o forl € {0,1,...,T —1}:
— Compute the "Key value": k; = K - z[l] + by.
e Compute a "query" value ¢; = Q - z[t] + b,..

e Output
exp(\ - z[[|TKT - Q - 2[t])

~ i ep(A a7 KT Q at])

Intuitively, for each ¢, K is some matrix that "condense" every other vector z[l], extracting only the "key"
information about z[l]. @ is some matrix that reweigh the current vector x; to make it ready as a "query"
for comparison. Then we compute the similarity score using inner products between the computed k;, g; to
tell us how "similar" z[t] is to z[l]. Pictorially, it looks like the following:

o X eXP()\<klaQt>)

~

-
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Figure 89: For each token vector, we are computing three associated vectors. For instance, for x[0], we compute
v[0], ¢[0], k[0]. We then use these computed values to compute ;.

As a result, for a single Head of Attention, we have parameters Q,K,V,bg,bx,by. We then apply
attention as above.
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This is for one attention head. Now what if we have multiple attention heads?
Multihead Attention: Instead of one, we can have H layers [Q', K, V1] ... [Q®  K® VH]. In this case,
the inputs are still embeddings x[0], ..., z[T — 1], the output will be Z[0], ..., Z[T" — 1] where

H

zli] = > Attentiongu i v (x[il; 2[0], z[1], ..., [T — 1]).
=1

As a result, to specify a transformer, we need to specify (1) How many layers of attentions do we have?
(2) How many heads do we have per layer? (3) What kind of neural network are we using? The following
figure illustrate these components.
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Figure 90: Illustration of a transformer architecture. To generate a sentence given prompt, you first generate the
first word then feed the generated first word as part of the prompt and proceed again.

17.4 Runtime efficiency

Now that we have the above transformer architecture, can we make it more efficient? One potential of
transformer is that its processing time depends on the context length. More specifically, the time to process
a single layer of attention is quadratic: O(T?). A natural question to ask is: can we make it run faster?
Here are a couple of ideas.

Idea 1: Locality Sensitive Hashing (LSH) There are two many vectors involved with each token.

Can we be more efficient at this? We want to hash vectors such that "similar" vectors are much more likely
to be hashed to the same bucket.
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Figure 91: Illustration of Locality Sensitive Hashing.

A bit more formally, the idea is to (1) hash all keys and (2) for each ¢, hash ¢[t] and only compute softmax
over vectors in the same bucket.

Idea 2: Sparse Attention In the original attention layer, we take v[t] = ZIT;Ol ay,4v7, which is a sum
over a lot of terms. To improve computational efficiency, one thing we can do is to take partial sums. More

specifically, we take
oft] = > ayoll].
l:the top r inner products

To find the top r inner products, we can use algorithms like k-Nearest Neighbor Search.

Idea 3: Flash Attention Notice that one operation we perform many times in an attention layer is
the operation of computing the value v[t]. Hence, one thing that can improve the runtime significantly is to
implement some methods that can reuse/save some of the computations. One way to do such this is to use
an online "softmax computation." The high-level idea is as follows: instead of computing all the terms in
the sum, we can

e Keep track of the max inner product so far. Denote this as m
e Track exp(ijUj —m), i.e., the numerator.

e Track the running sum -, _; exp(klq; —m).
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Part VI
Reinforcement Learning

Lecture. Markov Decision Process

Definition 18.1 (Markov Decision Process). A finite Markov Decision Process (MDP) is specified as a tuple
(S, A, u, P,§) where the components are specified as

e S: contexts / states
o A: actions
o u: mean reward, i.e., (s, a) := E[reward after taking action a from state s).

e P: transition probability, i.e., P(s'|s,a) is the probability of ending in state s’ when performing action
a in state s.

e §: the discount parameter (§ < 1).

Given this definition, we can consider the problem of planning. Specifically, suppose we know p and P,
our goal is to find a policy 7 : S — A maximizing V7 (sg) defined as:

oo
~E[3y 5]
t=0
where sq is the start state and R; is the received reward in round t.

18.1 Policy evaluation

Before we try to find the optimal policy for planning, the first question we should ask is: given a policy
w, how do we determine how good it is? This is the question of policy evaluation. To answer this, let’s
unpack the definition of V™ a bit. Notice

V™(s) =E[Ro|+ E {ifyt . Rt]

t=1

= (s, 7(s) +7- E[Zv RM}
= (s, m(s)) +7- Y P(s/|s.7(s)) - V().

s'esS

This is the famous Bellman Expectation Equation:

V™ (s) = u(s,m(s) +- Y P(s/]s,m(s)) - V().

s’eS

which is satisfied by the value function of any policy . Now, observe that we can view V™ as a length-|S]|
vector where (V7), = V™(s) for all s € S. Taking this perspective, if we define the operator 7™ : RISl — RIS
which takes in a length-|S| vector v and outputs a length-|S| vector whose s-th coordinate is defined as:

(T (v))s = (s, w(s)) +7- Y P(s'|s,m(s)) - v(s).
s'eS

Then based on the Bellman Expectation Equation, finding the value V™ of a given policy 7 is equivalent to
solving for the fized point of T™, i.e., a vector v such that

T™(v) = v.



Figure 92: Matrix view of the operator T™. Here, v, i are vectors of length |S|. v € R is a constant. P is a |S| x |S|
matrix.

As a result, computationally the fixed point satisfies:
T"(v)=v<=fa+vy-P-v=vo.

Rearranging, we have
I-6Pw=j = v=I-~P)" [

Consequently, for any given policy w, we can evaluate its value exactly! Algorithmically, we can get away
with performing the costly matrix inversion via the following value iteration:

1. Start with v = 0.

2. For k=1,2,...,:
V41 = TW(’Uk).

As we will see later, this iterative approach converges.

18.2 Finding the optimal policy for Planning
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